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MeerKAT

• MeerKAT is a moderate size radio telescope 
currently under construction in the Karoo desert 
in South Africa.

• Phased project with several milestones along the 
way to full capability:

• 2 antennas completed on site, tested and 
integrated - end 2009

• 7 antenna array commisioning - mid 2010

• 80 antenna array commissioning - mid 2012
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MeerKAT

• Key specifications:

• 80 x 12m diameter composite antennas.

• 1 GHz instantaneous bandwidth.

• Single pixel feed with 1 - 10 GHz frequency 
coverage.

• Compact configuration - 70% within 2km

• 10km max baseline

• 30K Tsys
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MeerKAT - Location
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MeerKAT - Antenna
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MeerKAT - Support Base
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Headline Goal

The data you want, in the format you 
want, when you want it.
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In more words

• Move intensive I/O tasks from the end user 
processing environment into the telescope itself.

• Provide a flexible interface into the raw data source 
for a range of consumers.

• Improve interoperability of existing packages.

• Provide initial short term (3 mo) buffering of vis data 
to allow for exploration and reprocessing. Once 
operational we expect to store vis data indefinitely.

• Where possible adopt a just-in-time data philosophy.
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What do I mean ?
• Source:

Simply a provider of data whether real-time 
or archive.

• Stream: 

A time varying window on an underlying data 
source.

• Stream based processing:

A series of processing tasks that stream data 
from one task to the next, without significant 
data retention in each task.
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Current Bottlenecks

• Telescope performance is becoming scaled 
mostly through data rate (baselines, 
bandwidth, channels).

• Servers have a fairly wide range of I/O 
regimes. Optimal use needs to be made of 
these to leverage hardware investment.

• Disk to Memory is principle bottleneck, at 
least in the medium term.

• Data is not always in the optimal order on 
disk which can lead to intensive I/O.
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Current Bottlenecks
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Solution - Streaming

• Fast disk I/O can be achieved - but is 
expensive and requires care and feeding.

• Significantly cheaper to provide centralised 
high speed I/O and then stream data to 
nodes at which it is needed.

• This means we can shift the bottleneck 
from the disk to the network.

• In terms of easily accessible performance, 
the network is around an order of 
magnitude better.
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Solution - JIT Data Delivery
• If we remove the disks from the processing nodes 

we do not have much storage capacity on them - 
we must take care to avoid mouldy bits.

• The general principle is to only have the data you 
need right now stored locally. 

• Just as with manufacturing, the supply chain needs 
careful optimisation to prevent stalls due to lack of 
data.

• Need to know the access strategy beforehand - off 
strategy access effectively a cache miss and has 
penalties.
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Data Consumers
• Range of data consumers, including:

• Calibration tasks

• Imaging tasks

• Pulsar timing

• Transient detection

• Signal displays

• Commissioning users

• Many different combinations of order, rate 
and format required.
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Raw Data
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Split by Frequency
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Split by time series window
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Split by Baseline

19



Split by Polarisation
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Data Filters
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High level overview
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Building Blocks - Data Capture

• We perform the following steps in the data 
capture process:

• Receive UDP packets from correlator.

• Decode the packet header and verify length and 
order.

• Replace dropped packets.

• Perform some form of transient detection and RFI 
removal.

• Baseline dependent averaging.

• Write packets to disk in near wire format.
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Building Blocks - Data Capture
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Building Blocks - Stream Adapter

• Fundamental component of streaming 
architecture.

• Responsible for providing the right data at 
the right time. (As agreed at setup time)

• May be configured as sources or sinks (i.e. 
connect stream to data sink, or push data 
source out as a stream)

• Streams are multicast to cheaply allow 
multiple listeners.
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Building Blocks - Stream Adapter

• Can aggregate data from several incoming 
streams. (e.g. merging metadata with 
science data)

• Provides a range of data interfaces used to 
input and output data:

• Virtual file

• Shared memory

• Direct API

• Local File
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Stream Adapter - Virtual File

• Uses FUSE kernel module to provide a 
virtual filesystem that contains the data 
structures required by the user (e.g. 
directory of tables for MS)

• Data within filesystem is windowed - 
updated as data is read.

• Some parts may be marked static such as 
FITS headers.

• High performance if data access follows 
pattern agreed at start time.
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Stream Adapter - Shared Memory

• Data structure is typically more freeform 
than with virtual file approach.

• Uses wrap around read and write pointers 
in a ring buffer configuration.

• Process must read data before wrap 
around occurs. Flags indicate lost data.

• As with virtual file, static sections are 
allowed.
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Stream Adapter - Direct API

• Fundamentally C based. Has Python wrappers 
with some higher level functionality.

• C version looks much like a standard filehandle 
and provides basic read and write capability.

• In addition chunked read and writes that fetch 
data in some predefined format are available.

• Intended as a low level streaming interface for 
applications that require maximum flexibility.
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Stream Adapter - Direct API

• Python API is primarily intended to fill Numpy 
arrays directly.

• Basically user specifies a data source and 
format and an output name.

• Numpy array with added iterator functionality 
is created by stream adapter which runs in it’s 
own thread.

• As array is iterated through early data is 
discarded and future data is populated.
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Sample Case - Imaging 

• Toy example of stream based parellisation 
of imaging task.

• Each stage is basically a group of SPMD 
(Single Process/Program Multiple Data) 
operations.

• Each program is a Python script (e.g. 
casapy).

• Execution control handled via IPython 
controller/engine strategy.
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Sample Case - Imaging 

• Hardware is basically a collection of 
identical nodes that execute the program 
appropriate to their section of the task.

• Each node has a stream adapter for input, 
some processing engines available for 
work, and an output stream adapter.

• Generally barriers not needed as we try 
very hard to prevent inter node 
communication within an SPMD group.
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Sample Case - Imaging
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Sample Case - Imaging
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Process Model
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Interoperability

• My opinion - it is easier to create a variety 
of formats directly from the raw telescope 
data and metadata than to convert from 
one format to the other.

• Streams have file format operators that can 
produce a variety of output formats 
including MS, FITS (various) etc...

• Hopefully this eases interoperability issues 
as the data can be recast at any step to be 
compatible with the preferred package at 
that stage.
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Challenges

• Processing tasks for which an axis of 
parallelisation cannot be found, will be a 
challenge to this architecture and thus need 
to be minimal.

• Stream adapters require careful design and 
must be robust - good testing (unit, 
regression etc...) is essential.

• Scaling has been demonstrated for 
MeerKAT (10s of data nodes, 50 processing 
nodes). Beyond that is not as clear.
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Conclusions

• We can, and must, approach the question of 
data handling and distribution in new ways 
as I/O has become a critical dependancy.

• By providing the end user only with exactly 
what they need at the time they need it, we 
can not only improve speed but simplify 
our systems.

• Streaming allows a broad range of data 
consumers to be supported.
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Conclusions

• Streaming may provide the performance 
increase and parallelism needed for next 
generation instruments, without massive 
reengineering of existing packages.

• By building formatting and conversion into 
the data distribution layer, interoperability 
can be enhanced.

• By adopting SPMD approaches and using 
Python as a top level scripting language we 
can easily build and control parallel 
systems.
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