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Introduction

Radio astronomy requires a large amount of computation to produce useful images of the universe. 
The Common Astronomical Software Application (CASA) is an important tool that enables radio 
astronomers to reduce ever-increasing volumes of data captured by the today's radio telescopes. 
Although CASA is an open-source project, its primary clients are two large radio telescopes: the Jansky 
Very Large Array (JVLA) in New Mexico and the Atacama Large Millimeter Array (ALMA) located in 
Chile.   Development on what is now called CASA began in the early 1990s and heavy development is 
still underway—and development is projected to continue well into the future.  The bulk of CASA is 
written in C++ but the user usually interacts with CASA through a Python interpreter.  A set of 
bindings, called the CASA Tools, bridges the boundary between C++ and Python; the CASA Tools 
provides a useful set of Python objects.  To make it easier for the user, a higher layer, the CASA Tasks, 
is provided; the CASA Tasks are organized around astronomical tasks a user might want to perform on 
their data.  Using the CASA Tasks, the user can take their data from the raw information provided by 
the telescope to an image that can then be studied to better understand the cosmos.

A typical optical telescope focuses the light from the sky onto an array of photo sensors and directly 
records an image of the sky.  While the goal of a radio telescope is to produce an image of the sky it 
differs significantly from the workings of a simple optical telescope.  The fundamental difference 
between optical and radio telescopy is caused by the nature of the electromagnetic radiation recorded: 
visible light has a wavelength of approximately 550 nanometers while radio waves observed have 
wavelengths in the range from 1 millimeter up to 1 meter.  Thus radio wavelengths are four to 6 orders 
of magnitude longer.  The longer wavelengths mean that radio receptors must be much larger than 
corresponding optical receptor.  Another factor is that the ability of a telescope to resolve two objects 
close to each other is directly related to the diameter of the telescope divided by the wavelength of the 
radiation.  To equal the resolving power of the largest optical telescopes which sport 10 meter diameter 
mirrors a radio telescope would need a diameter of 10 to 1000 kilometers; in its most expanded 
configuration, the twenty-seven 25-meter dishes of JVLA are combined to form a telescope with an 
effective diameter of 36 km.  

The longer wavelength does have some advantages: since frequency is the reciprocal of the 
wavelength, the electronics in radio telescopes need only work with frequencies that are four to six 
times lower and well within domain of conventional analog electronics.  

The individual telescope dishes (also antennas) making up an array telescope are all pointed in the 
same direction.  The radio waves are reflected off the dishes and bounced toward the dish's secondary 
reflector located on a boom out from each dish.  The secondary reflector focuses the radio waves onto 
the receptors located on the base of the dish.  The incoming signal is heterodyned (combined with 
synthesized radio frequency signal to produce a third signal having a frequency equal to the difference 
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between the incoming and synthesized signals); the resulting lower-frequency signal is digitized.  The 
digital signal is sent by fiber optical cabling back to a bank of correlators which cross-correlate the 
signals for every pair of antennas.  The correlations are integrated for short periods of time and the 
results output to nonvolatile storage; the saved correlations along with meta-data such as time, pointing, 
antenna pair, etc., are the recorded data that is provided to the astronomers.  To make sense of the saved 
telescope data, the astronomer can use CASA to create the sky image needed for analysis.

The relationship between the recorded data and the desired image can be described by the somewhat 
simplified equation:

V⃗=[Gdi] [Sdd][F ] I⃗ (1)

The recorded data, V, (commonly called visibility data) is related to the desired image, I, by a sequence 
of three linear transformations.  F represents a two dimensional Fourier transform of the image.  Sdd is a 
direction-dependent sampling transform that selects a portion of the Fourier spatial frequencies; the 
sampling occurs because of the small number of telescopes making up an array which leave some 
spatial frequencies unobserved.  The Gdi transform accounts for the gains different experienced by 
different spatial frequencies; this can be caused by properties of the individual telescopes, changes in 
the atmosphere, etc.  At first glance it might seem that converting the recorded data to the desired 
image is fairly straightforward, but the entire process turns out to be more involved that performing a 
few matrix inversions and multiplications.

The raw telescope data is recorded in a format peculiar to the telescope that creates it.  A suite of input 
programs called fillers are used to convert the telescope-specific data into CASA's native format, the 
Measurement Set.  The JVLA and ALMA telescopes will soon be producing datasets on the order of 1 
terabyte in size and future telescopes are likely to produce even larger datasets.  

The Measurement Set is built on a framework somewhat analogous to a relational database except that 
it is centered around a single main table.  The rows of the main table contain a single visibility; this 
consists of meta-data needed to provide context to the recorded data and the recorded (or corrected) 
itself.  The meta-data includes a large number of items which identify and characterize the recorded 
data including which two antennas were used to form the correlation, the time when the correlation was 
recorded, validation flags, etc.  Some of a row's meta-data are represented directly in the row while 
other items are indices into subsidiary tables called subtables; for example, the two antenna fields in a 
main table row point into an Antenna subtable where each row fully describes a single antenna in the 
array.  The main table together with its subtables form a single integrated database.

The visibility data itself is a 2D array of complex numbers.  The first dimension of the array represents 
the different polarization correlations; the polarity of the received signal is important in understanding 
some astronomical phenomena.  The second dimension of the array is related to the frequency; 
frequency information is important for identifying the molecular makeup of a celestial object and also 
its velocity (by looking at the doppler-shift of a known molecular spectral line).  

Once the data has been converted to a Measurement Set it undergoes flagging.  Flagging was not 
shown explicitly in equation (1) but can be considered the process of applying weights to the data (1 for 
good data and zero for bad).  Flagging is the process of marking data points that appear to be bad; the 
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major causes of bad data are instrumental malfunctions, unfavorable weather and radio frequency 
interference.  Each row contains a 2D flag array paired with the visibility data;  This allows fine-
grained flagging of values: a sample for a given polarization correlation and a specific frequency can be 
marked bad while leaving the other value unmarked.

The flagged data is then calibrated.  The task of calibration is to estimate the appropriate values for Gdi. 

This often involves periodically pointing the telescope at a well-understood part of the sky and then 
using the difference between the recorded and expected data to create an estimate for Gdi at that point in 
time.  Once calibration has calculated a set of Gdi estimates these are applied to the data recorded while 
the telescope is pointing at the desired target. 

The last step in image production is unsurprisingly called imaging.  Imaging's job is to convert the 
calibrated data.  Unfortunately, the spatial sampling transform, Sdd, which represents the finite nature of 
the telescope array, means that some information is not present in the recorded data.  Therefore, 
creating the image from the calibrated data requires a set of approximations to find an image that best 
matches up with the recorded data. 

CASA also provides a number of visualization and data analysis tools to assist astronomers in 
managing the processing of their data and analyzing the final results.  Because of the large amount of 
data and the complex structure of the data, CASA's visualization software is itself fairly complex.

A more detailed examination of CASA's operations will be described in later sections but a look at 
CASA's software structure will help put the implementation into perspective.

Structure of CASA

What is now called the CASA project began in the early 90s; much has changed during CASA's twenty 
year life.  Most aspects of computing hardware are orders magnitude more capable now.  CPU speed, 
memory capacity, disk size and speed, and network bandwidth have all massively increased. 
Unfortunately the exponential growth in hardware capacity has not been matched by increases in 
software development speed and performance.  Wirth's Law asserts that “software is getting slower 
more rapidly than hardware becomes faster”, though in fairness, today's software is expected to solve 
larger problems and much more complex than its ancestors.

CASA is a moderately large codebase consisting of about 900 KLOC in C++, 80 KLOC of python, and 
40 KLOC of legacy Fortran code.  Some of the code is public-domain code that predates the project. 
CASA is designed to run on Unix platforms and is packaged for easy installation on Red Hat Enterprise 
Linux 5 & 6 platforms and for Macintosh OSX 10.7 and 10.8.  An installation typically consists of a 
necessary third-party packages, a set of CASA shared libraries and a handful CASA applications; the 
applications include the fillers, the visualization tools and casapy.  

CASAPY is python with embedded interfaces to CASAs C++ codebase.  CASAPY consists of three 
layers: a task layer, a tool layer and the CASA's C++ library routines that perform most of the work. 
The user interacts with CASAPY through a python shell which utilizes the Ipython command shell. 
Historically, CASA use has centered delivering functionality to the user interactively.  However, 
advances in radio telescope technology has greatly increased the amount of data that is collected during 
an observation and highly interactive data processing is quickly becoming impractical.  To address this 
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problem, CASA is adding the ability to process data automatically and also during batch mode 
operation; these changes will gradually appear in CASA and some of the old features will eventually 
disappear.

Flagging

Flagging removes bad data from a data set so that subsequent operations can work with well-behaved 
data.  The telescope itself detects and logs some malfunctions which the flagger then uses to flag the 
data when it is put into Measurement Set form.  These telescope generated flags are merely the first 
step towards removing problems from the data set.  A number of different flagging agents can be 
applied to the data.  These can be roughly broken into two classes: meta-data based agents and 
visibility data base agents.

Meta-data flagging

Meta-data flagging agents flag values based on a row's meta-data rather than looking at the visibility 
data itself.  The simplest agent to understand is a “manual” agent which takes in information analogous 
to a database query and sets (or clears) the flags for any data elements in the selection.  This can be 
used to apply the telescope flags mentioned above and also allow the user to remove data points that 
they suspect are likely to be invalid.  

Other meta-data flagging agents are more sophisticated.  An elevation agent can be used to flag data 
that was recorded when the telescope is looking to close or too far from the horizon.  When the 
telescope is looking close to the horizon the telescope has to look through more of the earth's 
atmosphere and is also more likely to receive distant polluting radio signals.

Another interesting flagging agent is the shadow agent.  Shadowing occurs when an antenna's field of 
view is blocked (its in the RF shadow cast by another object), partially or completely, by another fixed 
object.  In array configurations where the antennas are located close together, the one antenna can 
block another.  Other objects such as building, mountains, etc., can cause shadowing.

Auto-flagging algorithms

Meta-data flagging removes systematic errors from the data; to remove random errors from the data it 
is necessary to look at the data itself.  This is the role of CASA's auto-flagging agents.  There are a 
number of sources for random errors.  The receiver electronics can malfunction in ways not easily 
detected by the telescope itself.  Atmospheric conditions such as rain, snow, high winds, cloud cover, 
smoke can all introduce unacceptable data to be recorded.  Radio signals from TV stations, cell phones, 
airplanes, satellites, etc., can pollute the signals coming from space.  

The simplest auto-flagging operation scans the data and flags any values that are outside a specified 
range; it also flags obviously bad values such as NaNs and INFs (IEEE floating point not-a-number and 
infinity) as well as hard zeros.  More involved auto-flagging rely on a number of different statistics-
based algorithms.
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The Time-Frequency Crop algorithm attempts to remove short-duration RFI.  As the name implies it 
looks along both the frequency and time axes.  The frequency-based approach iterates through the data 
to produce a robust estimate of the power-spectrum for that time interval.  All data is divided by that 
estimate which makes all points having the expected power have a magnitude of 1.0.  Using the 
standard deviation of the scaled data a flagging threshold can be constructed and used to flag probable 
outliers.  A similar operation is carried out by combining the values of all frequencies at a given point 
of time.  Other finer-grained statistical algorithms are also employed including a variety usng sliding 
windows (in time and frequency) to identify potential outliers.

The user can interactively flag their data and also examine the results of the flagging algorithms using 
the visualization tools which will be described below.  This painstaking work was the norm in the past 
but with larger datasets becoming the more, it is quickly becoming impractical.  In addition, advances 
in telescope sensitivity require much more careful rejection of random errors.  In the future CASA will 
have to develop even more sophisticated flag agents to supplant users.

Calibration

In the last pat of their journey, the celestial radio waves must pass through the Earth's atmosphere, be 
bounced off the telescopes reflectors, be captured by the telescope's receptors and be processed by the 
electronics before being digitized.  All of these steps can introduce distortions into the signals.  The 
calibration process calculates Gdi in equation (1) above which is then used to correct the data.

The calibration process breaks Gdi down into another set of transformations and then solves for each 
one in turn.  Some corrections can be calculated using external data such as the telescope geometry, 
current weather conditions, and routine engineering measurements on the system.  Other corrections 
require using calibrator objects in space (typically quasars which are strong radio sources and small 
enough to be treated as point sources).  Throughout an observation the telescope is pointed away from 
the science target and data collected on a nearby calibrator object; when the expected instrumental or 
atmospheric stability period is short, calibration objects will need to be observed more frequently.  For 
correction factors calculated using calibration objects, a sequence of correction factors are created 
which apply only to limited regions of the data. 

The quality of calibration required depends on the fidelity requirements for an observation.  If an 
observation requires high dynamic range or viewing weak source then more stringent calibration must e 
performed.  If the science target is strong it is possible to perform self-calibration—no calibrator object 
is used.  Self-calibration using the science target is a sound approach because because each baseline 
(antenna-pair) provides an indepenent data point (roughly the number of antennas in the array squared) 
while the calibration process proves only one set of solutions for each antenna; thus the correctio 
factors calculated are derived from an overdetermined system.

Imaging

Major/Minor Cycles

Image reconstruction in radio interferometry is the process of solving equation (1) above.  Since 
Calibration has provided and estimate of Gdi the only unknown in the system is I.  Unfortunately, the 
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finite number of telescopes in an array ensure that the sampling transform, Sdd, is uninvertible.  Other 
complexities?  Therefore a solution must be arrived at through sequence of iterations.  

Image reconstruction in CASA comprises an outer loop of major cycles and an inner loop of minor 
cycles.  Together, they implement an iterative weighted chi-squared minimization process that solves 
the measurement equation. 

Each iteration of the major cycle produces a more refined estimate of the image than the previous 
major cycle.  The major cycle begins by transforming the current model (estimate) of the image back 
into the spatial frequency domain where it is used together with the visibility data to compute a set of 
residual errors (a degridding operation); this requires rereading the entire data set (on the first minor 
cycle the model image is zero-filled).  To produce a residual image it is necessary to form a two-
dimensional matrix representing the result of a Fourier transform.  The residuals are already spatial 
frequencies but are not located at the centers of cells in the Fourier matrix; another complication is that 
the individual antennas are imperfect and this must be accounted for when putting the visibility data 
into the Fourier matrix.  Fortunately, both problems can be solve by applying a simple two-dimensional 
convolution each residual.  After all the images are properly installed in the matrix—this is called 
gridding—the residual matrix undergoes a Fourier transform into the image domain.  The minor cycle 
algorithm now works with this image.

The minor cycle builds up the model image by extracting important features from the residual image. 
The first step is to find the best feature in the image to extract; the definition of “best” depends on the 
imaging algorithm being used.  In one algorithm the best feature might be a set of contiguous bright 
pixels.  This feature is extracted from the image and added into the current model image.  The removal 
process is more complex; the pixels are convolved with the point spread function (PSF)..  The point 
spread function, typically called an impulse response in one-dimensional signal processing, shows how 
a single point is expected to be smeared out by imperfections in the telescope.  By convolving the 
extracted pixels with the PSF, it is possible to subtract out not only the pixels themselves but any other 
contributions they have made to the residual image.  The minor cycle continues until a sufficient 
amount of residual has been removed from the residual image; at that point another pass through the 
major cycle begins.  

Algorithms and Options

The images produced by CASA can be of two types: continuum and spectral-line.  In continuum 
images, a single image is produced using data from a particular band of frequencies in the visibility 
data.  Spectral line images produce a set of images where each image only looks at a very narrow band 
of frequencies; this produces an array of images commonly referred to as an image cube (cube is 
CASA's name for three-dimensional arrays).

Within the CASA implementation, numerous choices are provided to enable the end user to fine-tune 
the details of their image reconstruction. Images can be constructed as spectral cubes with multiple 
frequency channels or single-plane wideband continuum images. One or more sub images may be 
defined to cover a wide field of view without incurring the computational expense of very large 
images. The iterative framework described above is based on the Cotton-Schwab Clean algorithm 
[CSCLEAN], but variants like Hogbom Clean [HOGBOMCLEAN] and Clark Clean 
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[CLARKCLEAN] are available as subsets of this framework. The major cycle allows controls over 
different data weighting schemes [LECTURES1] and convolution functions that account for wide-field 
direction-dependent effects during imaging and prediction [WPROJ,APROJ,WBAWP]. Deconvolution 
(feature extraction) options include the use of point source vs multi-scale image models [MSCLEAN], 
narrow-band or wide-band models [MTMFS], controls on iteration step size and stopping criteria, and 
external constraints such as interactive and non-interactive image masks. Mosaics (analogous to the 
stitched panoramas made with digital cameras) may be made with data from multiple pointings, either 
with each pointing imaged and deconvolved separately before being combined in a final step, or via a 
joint imaging and deconvolution [MOSAIC]. Options to combine single dish and interferometer data 
during imaging also exist [SDIMAGE]. More details about these algorithms can be obtained from 
[LECTURES1,LECTURES2,ANOTE184,OVERVIEW].

Visualization and Image Analysis

Despite the goal of automatically processing the telescope data, user's need the ability to examine the 
data as it processed; the plotms GUI application allows the user to explore their data before an image is 
produced.  Creating the image was the goal of the first steps in the processing pipeline but the real end 
result is information that the image provides about the observed region of space.  The casaviewer is a 
GUI application that allows the user to explore the information packaged into their images.  Assisting 
the casaviewer I this task is CASA's image analysis library which allow the user to drill down into the 
image by providing localized spectral fits, molecular line discovery, etc.

Both plotms and casaviewer can be required to work with data sets on the order of 1 terabyte and 
perhaps large in the future.  Because moving that amount of data around is inconvenient, both 
visualization tools will eventually be reworked to allow the user to use the applications remote from a 
data repository.

PlotMS

Plotms is a visualization application for telescope data; it also allows interactive flagging of visibility 
data (for example, identifying bad data that may have been contributed by a specific antenna during an 
observation). It produces scatter plots of measurement set data: time, spectral window, channels, 
amplitude, antenna, azimuth, elevation, etc.; it provides the user with both flexibility to look at any 
subset of the data and also to summarize the data to make viewing it feasibly.  Both raw, uncalibrated 
data and calibrated versions of the data can be graphed thus allowing users to examine the results of the 
calibration process.   Plotms can also be used in batch mode as part of an automated processing 
pipeline.  The resulting plots can be saved together with the data in an archive for use by other 
scientists

Viewer Summary 

The primary purpose of the casaviewer application is to allow the user to closely examine the images 
produced by a radio telescope.  Images can be displayed as false-colored raster images or contour plots. 
Images from the same observation or from a completely different telescope can be overlaid for 
comparison purposes (the viewer can read standard Flexible Image Transport System (FITS) images in 
addition to images in CASA's native image format).  For image cubes (an array of images made at a 
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sequence of frequencies) more complex overlays can be made which allows combining information 
from different frequencies into a single image.  When the frequencies in the cube correspond to 
different molecular lines, the composite image can show differing molecular makeup across the image. 
When the frequencies are close to rest frequency of a particular emission the composite image can, 
because of the Doppler shift principle, show relative motion within different parts of the image.

The casaviewer also serves as the interface to the image analysis library.  Using the viewer, a user can 
select a region of the image and have it analyzed to show the spectrum of the region, the molecular 
makeup of the region, etc.  

The view can also be used to help with the flagging operation by permitting the user to look at the data 
as an intensity (or phase) image rather than as a scatter plot.  This can make seeing bursts of RFI easy 
to see.  

Image Analysis

CASA's image analysis library contains a large number of image manipulation and analysis routines 
which provide broad and flexible support for selecting specific regions of an image as well as for 
creating and manipulating image masks.  Many, but not all, of the libraries features are accessible 
through the viewer while others are available through CASAPY's tool layer.

Image cubes pose a daunting visualization problem since they can contain thousands of images of the 
same piece of space showing different physical properties.  The image analysis library provides a rich 
set of tools that allow collapsing the stack of image into a single image while allowing the relevant 
properties to be seen by the user.

The image analysis library provides model fitting on image regions.  Frequency or velocity 
distributions can be fitted to polynomial, Gaussian, Lorentzian and a number of other relevant models. 
The library also provides a suite of image transformation tools; an important use is to transform one 
image so that it is compatible with another making overlay possible (this can involve coordinate 
transform, resampling of frequencies, change of pixel value representation, etc.).

High Performance Computing in CASA

The much larger data sets soon to be produced by the JVLA and ALMA telescopes are requiring CASA 
developers to begin incorporating HPC techniques into CASA.  The problems facing CASA tend to lie 
somewhat outside the HPC mainstream;  the entire CASA processing chain requires high I/O 
throughput to/from secondary store, large amounts of memory and significant computing power.  

The filling, flagging and calibration steps are largely dominated by disk I/O; computationally they can 
be classified as “embarassingly parallel”.  Reducing clock time for this part of CASA requires high 
effective bandwidth between processors and the disk store; it also requires reworking algorithms so that 
good results can be obtained while reducing the number of times the entire data set needs to be reread.
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Imaging is much different that the earlier stages.  I/O performance is still important since the current 
algorithms have to reread the entire data set at each major cycle; in addition, imaging can require very 
large amounts of memory to perform the more sophisticated algorithms and also a large amount of 
computation is required, especially as more sophisticate imaging algorithms are introduced into CASA. 
The appropriate mapping of the problem onto a multiprocessor system can be complex and depends on 
the size of the image(s) being produced, the size of the Measurement Set  and the imaging algorithm 
used.

The workhorse imaging algorithms for continuum images spend a large amount of their elapsed time—
upwards of 80%--performing the grid/degrid step.  This also holds true for spectral-line imaging except 
when the images are very large: then the deconvolution (image extraction) step becomes a significant 
component of the processing time.

Current processing approaches have parallelized the grid/degrid steps by using either multiprocessing 
or multithreading.   In the multithreaded approach, implemented using OpenMP, the grid is shared 
among threads.  Each thread has exclusive access to some sections of the grid; each thread looks at 
each visibility datum and processes it if the datum maps to the thread's exclusion region of the grid. 

In a multiprocess approach, we use the one master/slave design.  Each slave process has a copy of the 
grid but is only provided a subset of the visibility data to work with.  At the end of a cycle the master 
process merges all the slave grids to make the final image.  For the spectral-line imaging the data is 
partitioned along the spectral axis and each child is assigned the gridding/degridding and deconvolution 
with the master doing the final resulting cube reconciliation. 

Depending on the memory, cpu cores and I/O bandwidth available to each node it may be advantageous 
to do a combination of multiprocess - multithread gridding on each node.   I/O bandwidth is very 
important; using current CPUs the algorithms typically consume data at around 80MB/s. If the 
visibility data on disk cannot be fed to each core of a node at that rate then the speed up becomes 
limited.   The I/O requirement is more relaxed when more complicated gridding/degridding algorithms 
are used (WProjection, Mosaic/AProjection) since the amount of time spent performing computation 
dominates the time spent waiting for data.

Challenges: Present and Future

→ TBD

Further information and the CASA software itself can be obtained by visiting the CASA website at 
casa.nrao.edu.
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