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1 Introduction

This document briefly summarizes correlator-related considerations for pulsar and
other “fast” time domain observations (e.g., FRBs) with the ngVLA. The reference
design of ngVLA Memo 17 is assumed for frequency ranges, antenna size and loca-
tions, etc.

2 Pulsar Timing Observations

Here, “timing observations” refer to observations of sources of known position and
pulse period. The array is phased and coherently summed to form a single beam on
the target source. The signal is processed into specified frequency resolution, coher-
ently dedispersed, detected, folded (averaged modulo the known pulse period) into a
specified number of pulse phase bins, and recorded once every ∼few seconds. Note
that this mode can be used for other purposes besides timing, for example polari-
metric studies of pulse profiles or measurement of interstellar scattering/scintillation,
etc.

The required and desirable parameters to accomplish pulsar timing with the
ngVLA are given here, with additional explanation below as necessary:

Requirements
Parameter Minimum Desirable

Bandwidth 8 GHz 20 GHz
Frequency resolution 1 MHz 50 kHz(?)

Profile bins 2048
Polarization Full-Stokes
Pulse period 1 ms – 30 s
Dump time 10 s 1 s

Beams per subarray 1 50
Number of subarrays 5

The bandwidth requirement is driven by the ngVLA receiver ranges. Since most
pulsar observing will take place below 20 GHz, we should be able to process the full
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BW provided by the lower three receivers. At the higher bands, processing the full
20 GHz BW is desirable but will not generally be needed for pulsar observations.
In addition, coherent dedispersion is not nearly as crucial in the higher bands, and
may therefore only be required in the lowest frequency band, at reduced bandwidth
(∼2 GHz). Frequency resolution of ∼1 MHz is standard for millisecond pulsar (MSP)
timing. Higher resolution may be useful at the lower frequency bands for scintillation,
polarimetry, etc; reduced BW is probably acceptable in this use case.

Two main use cases drive the numbers of beams/subarrays parameters:

1. Observations of multiple targets in the same field of view using the full array
(globular clusters or galactic center). The largest number of pulsars in a single
cluster known currently is 37.

2. Simultaneous observations of several targets in different parts of the sky us-
ing subarrays, with one phased beam per subarray. This observing strategy
maximizes observing efficiency when monitoring bright MSPs for pulsar timing
array projects (e.g., NANOGrav). Splitting the array into &5 subarrays is not
likely to be useful given the losses in sensitivity.

Of these, supporting the latter is likely higher priority, so has been used for the
minmum requirement, while the former is desirable. However, if many pulsars are
discovered around SgrA* (i.e. KSG 4), then observing multiple targets in the same
field of view becomes much more important. These two use cases are distinct; multiple
beams in multiple subarrays is not likely to be needed.

Assuming this processing is done in a pulsar-specific processor of some sort, which
is fed the (coherent) phased/summed array signals, the data rates into and out of
the pulsar processor are:
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)
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tdump

)
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Here, Nbeams refers to the total number of simultaneous beams, regardless of how
they are distributed across subarrays.

Notable additional requirements on the system as a whole include:

1. Data timestamps must be referred to an absolute time standard (e.g., GPS or
TAI) with an error of at most 10 ns (desirable: 1 ns). This correction can be
retroactive, it is not necessary for it to be known in real time.

2. For phasing the array, the system must support real-time phase and delay cal-
ibration, including application of the calibration information to the individual
antenna data streams prior to summing.
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3 Targeted Search Observations

“Search” observations refer to those where the pulse period, dispersion measure,
and possibly source location are unknown ahead of time. This means data must be
obtained with much higher time and frequency resolution than in the timing case in
order to search for pulsed/dispersed signals. As with timing mode, search mode can
be used for purposes other than pulsar searching, for example studies of giant pulses
from known pulsars, or observing non-periodic sources such as FRBs.

Targeted search observations refer to those covering a sky area much smaller than
the full field of view. While there is no strict definition of “much smaller” here, we
will assume Key Science Goal 4 as a design target; this KSG plans to search for
pulsars within a ∼1” area at the galactic center. At a frequency of 20 GHz, this is
about 0.003% of the full 3’ field of view. Note that in general the area to be searched
should not be constrained to be a contiguous area on the sky.

The basic summary of requirements for targeted search mode is:

Requirements
Parameter Minimum Desirable

Bandwidth 8 GHz 20 GHz
Frequency resolution 1 MHz 100 kHz

Time resolution 100 µs 20 µs
Polarization Summed Full-Stokes

Number of beams 10 200

Bandwidth considerations are identical to those discussed earlier, aimed at max-
imizing sensitivity in the lower three receiver bands. Time resolution of 100 µs or
better is required in order to detect pulsars with spin periods of ∼1 ms and typi-
cal 10% duty cycles. Frequency resolution is determined by the need to minimize
in-channel dispersion smearing; this can be calculated as

δtDM = 8.3 µs
δνMHz

ν3GHz

DMpc cm−3 (3)

1-MHz-wide channels are sufficient for searches for high-DM sources (∼ 1000 pc cm−3)
at frequencies above ∼5 GHz, for which δtDM ∼ 60 µs. At lower frequencies, finer
resolution is required, although again the total BW may be reduced.

The number of beams determines how quickly a given area can be covered. There
is not a strict requirement since a given project can always be accomplished with
fewer beams by using more telescope time. Furthermore, long-baseline antennas can
be left out of the sum, increasing the beam size (thus reducing number of beams
needed to cover a given area) at the cost of sensitivity, which again could be partially
mitigated via increased observing time.

For the galactic center search of KSG 4, covering the central 1” diameter area
using the full array will require ∼2000 total pixels (based on 20 mas resolution at
20 GHz). If we assume an integration time of 6 hours for each pixel the resulting
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sensitivity is 80 nJy/beam.1 With 200 beams the search portion of the project could
be done in 60 hours of telescope time. With 10 beams it would take 1,200 hours
which is large but not inconceivable. Accomplishing the project with a single beam
(>10,000 hours) is not realistic.

Using only the core plus inner antennas keeps 75% of the full array sensitivity,
resulting in 100 nJy/beam for a 6-hour integration. This reduces the total number of
pixels required to only 80 (30-km maximum baseline; 100 mas resolution at 20 GHz),
which can be done using 10 beams in under 50 hours total telescope time. This
scheme would also allow search observations on multiple epochs to mitigate against
unfavorable scintillation or orbtial accelerations, as well as weaker emission modes or
nulling from the pulsars themselves.

The output data rate of pulsar search mode can be computed as:

Rout =
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4 Wide-area Search Observations

Search observations, for either periodic signals (pulsars) or for dispersed single pulses
(FRBs), covering wider sky areas than considered in the previous section are likely to
require different technology. Due to the orders of magnitude larger data rates, it will
likely not be possible to record data for later offline processing. Instead there will need
to be real-time processing and triggering to only record candidate signals of interest
above some significance threshold. This approach is planned for the SKA1-MID
Pulsar Search System (PSS) for periodicity/acceleration searches, and is currently
being implemented at several telescopes around the world for FRB searches (including
for example the realfast project at the VLA, and the under-construction CHIME
telescope in Canada). Here, rather than provide detailed requirements for such a
system, we will outline some of the considerations and possible design choices.

A basic consideration is whether the search processing will be based on beam-
formed data, versus fast-dump visibility data. Beamformers allow straightforward
reduction of the field of view (e.g., to fit within computing resource constraints),
while visibility processing allows for better source localization and perhaps better
RFI mitigation. However the main practical consideration has to do with data rates;
for an extended array with small numbers of antennas, the visibility data rate can
be orders of magnitude smaller than the full-FoV beamformed data rate. This is
the case for the current VLA, whereas for a closely-packed interferometer such as
CHIME, beamforming results in a smaller data rate. The relevant numbers for the
ngVLA are summarized here, for three subsets of the array:

1Note, KSG 4 requests 50 nJy/beam; in principle this could be done with a 16-hour integration.
However this would require breaking the observation up into multiple epochs which significantly
complicates the analysis.
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Array config
Parameter Full Inner Core

Number of antennas 214 168 114
Relative collecting area 100% 75% 50%

Maximum baseline 700 km 30 km 2 km
Pixels per FoV 85M 3.4M 15k

Number of baselines 23k 14k 6.5k

Visibility data rates are proportional to the number of baselines, while beam-
former rates are proportional to the number of pixels. For the 2-km core of the
ngVLA, the two are comparable, and a beamformer approach would probably be pre-
ferred. For the inner 30-km subset (comparable to the VLA A-configuration extent),
a visibility-based approach may be preferred but only results in a ∼50% sensitivity
improvement relative to the core.

Further consideration of any of these possibilities will require a more detailed de-
sign study. However, it is worthwhile to note that the ngVLA core is quite similar in
extent and number of antennas to the SKA1-MID core. The SKA1 dishes are slightly
smaller than those of the ngVLA, resulting in a 40% larger FoV. The PSS beam-
former will produce up to 1,500 total beams each covering 300 MHz total bandwidth,
with 64 µs time resolution. These will be sent to a compute cluster for dispersion,
periodicity and acceleration search trials in real time.2 This portion of the system
dominates both the construction cost of the correlator, and the power cost for array
operation.3

5 Gated or Binned Imaging

Finally, given the long baselines and high angular resolution of the ngVLA it would
be worthwhile to consider including a “gating” or “binning” mode for pulsar imaging
and astrometry. This has long been a VLBA capability and is now possible with the
VLA as well. This becomes especially useful if/when &1000-km-scale baselines are
included as part of the ngVLA. This involves integrating correlation data according to
a user-provided pulse period ephemeris in order to image (for example) “on-pulse” and
“off-pulse” regions separately. This should support on-line dedispersion and gating of
pulse periods ranging from 1 ms to 10 s into at least 10 (and if possible up to ∼1000)
separate pulse phase ranges. Otherwise, all time/frequency resolution requirements
are identical to those needed for standard continuum imaging observations.

2PSS parameters from “SKA1 System Baseline V2 Description,” Dewdney et al. (2015).
3While this is often stated informally and in presentations, it is hard to find publicly-available

quantitative documentation of SKA power costs. A high-level breakdown of the estimated construc-
tion costs is given in “Report and Options for Re-baselining of SKA 1,” McPherson et al. (2015),
where for the V1 baseline design, CSP-MID-Non-imaging was a factor of 3 more costly than CSP-
MID-Imaging.
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