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The following document provides a description of CASA parallelization and scaling issues for 
processing JVLA astronomical data and concludes with a design recommendation for the 
computing facilities necessary to sustain expected data rates. 
 
Beginning in January 2013 the JVLA will begin providing 3bit sampler data and begin 
automated pipeline processing of all science observations.  Producing calibrated measurement 
sets and calibration images of all observations in semi-real time via a CASA based pipeline is 
expected to require a small cluster of 32 to 64 compute servers. 
 
With CASA 4.0 and expected advancements in CASA 4.1 it will be possible to fully parallelize 
the JVLA calibration pipeline.  The primary purpose of this document is to describe a balanced 
compute cluster to support the calibration pipeline and as resources allow science quality 
imaging.  Future advances in CASA and more compute intensive science imaging (e.g. multi-
term MS-MFS and beam correction algorithms) are also considered. 
 
1. Testing environment 
 
For consistency all benchmarks were run against a 400GB, 10 hour, A-Array, 1 second 
integration, L-band observation of 3c147 with 16 spectral windows of 64 channels each.   
 
A variety of Intel based servers were used, all of which were attached to the DSOC Lustre 
filesystem via 40Gbit QDR Infiniband. 
 
Due to time constraints and CASA release schedule, initial benchmarks of CASA parallelization 
characteristics and efficiency were executed against CASA 3.4 and were run on the existing 
2.4Ghz 6 core dual Intel Westmere processor test servers with 24GB of memory. Final hardware 
comparisons were executed against a stable pre-release of CASA 4.0 to take advantage of 
improvements in imaging memory consumption and were run on a variety of newer Sandy 
Bridge Intel processors with 64GB of memory in addition to the previously mentioned test 
servers. 
 
A single Casapy python script was written which executes, via runtime flags, requested 
calibration, flagging and imaging calls. All filesystem cache and buffers are cleared and timings 
recorded between each tool execution to avoid contaminating timing results. 
 
Calibration and imaging parameters were chosen to provide the greatest information regarding 
scaling issues, not the highest fidelity image.  As such timing values reported below should not 
be interpreted as predictive of execution time for other data sets.  Runtimes of other data sets in 
other environments will be highly dependent on imaging parameters and computing 
environment.  
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2. CASA Parallelization, Memory and I/O 
 
CASA parallelization is achieved by carving Measurement Sets, typically by spectral window or 
channel, into multiple smaller Measurement Sets (MMS) and then executing in parallel 
independent instances of CASA (called engines) against each MMS1.  This approach is much 
simpler to implement and does not suffer thread management and locking complexity.  Beyond 
simplicity there are several advantages to this approach: 
 

• little to no message passing between engines 
• enables parallel I/O as each process reads and writes data independently 
• nearly unlimited parallelization breadth. 

 
There is one significant drawback to this approach.  Each engine requires its own memory pages.  
During imaging each engine must keep its own set of images thus the memory footprint on a 
server scales by the number of processes.  Large imaging jobs that may require nearly 10GB of 
memory in serial CASA would consume 100+ GB of memory if utilizing all the cores on a dual 
8 core processor system.   
 
For calibration and flagging steps it’s typically possible to execute one engine per processor core 
(i.e. 16 engines on a dual 8 core processor server).  For imaging parallelization can and 
frequently will be limited by available memory.  For the same system with 64GB of memory, if 
each engine requires 8GB, then the maximum number of engines is only 8.  Executing more 
engines will actually increase runtime as the system will be forced to swap pages from memory 
to disk.  
 
Some effort has been made to mitigate this effect.  First a threaded gridding option has been 
added which allows each engine to spawn multiple threads.  This will allow memory limited 
systems to make some use of idle cores.  The gridded image is carved into Nthread sections.  In its 
current state there is little advantage in utilizing more than 4 threads, furthermore on dual 6 core 
processors running 3 engines of 4 threads each (12 total threads) guarantees at least one group of 
associated threads crosses processor boundaries. Tests have shown a significant lost of 
performance in this case.  A dual 8 core processor system would allow 4 engines of 4 threads 
each where each group of 4 threads can reside entirely on one processor. Deeper examination of 
this behavior is needed but at this time 8 core processors are believed to be more attractive. 
 
Secondly, as of CASA 4.0, idle images are written out to disk thus freeing up memory for active 
images.  There is a performance penalty but this is more than offset by the ability to launch more 
engines and utilizing more of the systems processing power.  By explicitly writing images to disk 
CASA can control when and where these images are paged out and can do a much more efficient 
job than the operating systems memory management.  This is particularly true if the servers have 
access to a fast filesystem rather than slower local disk typical of swap space.    

 

                                                 
1 Some threading does occur if enabled, most notably the 3rd party FFTW library natively supports threads.  
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The following graph shows doubling rates of various aspect of computing performance and 
EVLA data sizes.  Each attribute is normalized to their typical value in 1998.  For example 4GB 
disks with 10MB/s I/O rates were available in 1998, today 4TB disks with 170MB/s I/O rates are 
available.  
 
 

 
 
 
Many characteristics, particularly disk and memory volume and processing performance2, have 
held close to Moore’s Law with an 18 month doubling rate.  VLA data rates have also increased 
dramatically in past 6 years as the JVLA has come on line.  Disk speeds on the other hand lag 
nearly 2 orders of magnitude behind. 
 
This is profound since much of the software and algorithms have their genesis in or around 1998 
and were designed with a balance of disk speed, memory capacity and processing overhead for 
that time.  It is simply not possible for a modern disk (even an SSD) to supply EVLA data fast 
enough to a modern processor for most tasks. 
 
                                                 
2 Memory has scaled at almost exactly Moore’s Law while parallel processing inefficiencies limit CASA to a 
fraction of the available processing power.  Disks have doubled in size slightly faster than Moore’s Law hence their 
minor divergence in the graph. 
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To accommodate the higher I/O rates required to keep modern processors supplied with data the 
NRAO has adopted Lustre, a parallel distributed filesystem.  Lustre distributes block data across 
multiple storage servers (OSS).  Each OSS has multiple object storage targets (OST), typically 
simple RAID arrays, across which block data is written.  The aggregate I/O rate of Lustre very 
nearly scales as the number of disks.  The current Lustre filesystem consists of 7 OSSes, each 
OSS hosts 4 OSTs comprised of 4 data disks each (112 total data disks).  Each disk is capable of 
~100MB/s so each OSS can support ~1.6GB/s with the filesystem as a whole supporting roughly 
11GB/s. 
  
The actual data rate necessary to keep a processor busy is highly dependent on the how 
sequential and large the reads and writes are, the specific CASA task and the processor 
capabilities.  The lowest data rates during some calibration steps are around 10MB/s per core on 
an older E5645 2.4Ghz 6 core processor.  During continuum image gridding 2.6Ghz 8 core 
Sandy Bridge processors consume data at roughly 80MB/s per core.  This results in an aggregate 
read rate of 1.3GB/s on an 8 core dual processor system.  This also happens to be about the limit 
a client can ingest data given disk seek, network and bus overhead. 
 
It’s impossible to accurately quantify what the typical average read rate of the cluster will be.  
The ratio of calibration pipeline tasks to computationally science imaging jobs (which has a 
much lower I/O component), typical image sizes and further advances to CASA all factor into 
the answer. 
 
It does appear that on average somewhere around 300MB/s per server will be necessary to 
prevent processors from stalling.  With our current disks this would suggest one OSS  per 4 to 5 
processing servers.  The next generation of storage server will have nearly twice the capacity and 
~25% faster disk performance.  With the newer disks one OSS per 6 to 8 processing servers 
should be sufficient.   
 
3. Calibration Scaling  
 
Highest priority use of the post processing cluster will be execution of the JVLA pipeline.  The 
benchmark script was written to exercise the anticipated common tasks in the final pipeline 
system.  The order of operations was: 

• Partitioning data set to MMS form we 32 sub-MSes, two per SPW 
• Manual flagging of online flag and SPW channel edges 
• Setjy   
• Phase gaincal 
• Bandpass calibration 
• Amplitude and phase gaincal3 
• Applycal  
• Autoflagging via RFLAG 

 
                                                 
3 This was equivalent to a self cal in run time as all 8 hours on source were used for calibration. 
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The resulting MMS was approximately 1.2TB in size, not that calibration and flag testing was done with 
CASA 3.4 prior to the addition of the caltable MS size improvements in 4.0.  
 
As stated previously the goal of benchmark runs were to describe CASA scaling behavior not to generate 
the highest dynamic range image.  Therefore SPWs with particularly bad RFI were left rather than 
manually flagged to more thoroughly test RFLAG performance. 
 
The following plot shows the runtimes of the various tool level CASA functions versus parallelization 
breadth.  Several tools, namely gaincal, bandpass and setjy were not parallelized as of CASA 3.4 and are 
shown in the legend in red.  The script was run on a single server with 1 to 12 engines and then rerun on 2 
servers with 8 and 12 engines each; a total of 16 and 24 engines respectively. 
 

 
 
In the initial single engine case run times are dominated by flagging.  Increased parallelization 
breadth from one engine to 12 on a single server reduces total run time by a factor of 4 with the 
parallelized portion reduced by a factor of 8.  Doubling parallelization breadth with the addition 
of a second compute server continues to reduce total run time but by the 2 servers of 12 engines 
each case the serial portions of CASA dominate. 
 
Due to time constraints these tests have not been reproduced with CASA 4.0.  Parallelization of 
the remaining CASA functions in 4.0 should show continued reduction of total run time as the 
serial portion goes to zero.  As noted previously the amplitude and phase gaincal which 
dominated the serial portion was effectively a selfcal.  Normally this step would run in much less 
time. 
 
Even with the dominating serial portion in the 2 servers of 12 engines each case the script ran in 
roughly 50% observe time (~300 vs 600 minutes).  With the parallelization advances in CASA 
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4.0 and the use of 4 servers the JVLA pipeline should easily run in a small fraction of the 
observe time.  
   
Lastly the ~1900 minute serial run time is similar to the existing pipeline script which typically 
takes half the time (~900 minutes) to calibrate and flag data sets one third the size (~400GB 
MS). 
 .  
4. Continuum Imaging 
 
To date only simple forms of continuum imaging and spectral line imaging have been 
parallelized.  Multi term and multi-scale MS-MFS are serial.  To characterize continuum 
imaging parallelization and to mimic initial behavior of the JVLA pipeline multiple benchmarks 
were run against the previously discussed calibrated MS using the pclean tool (core of the 
eventual parallel clean task). 
 
Parallelization efficiency was the main consideration in imaging testing but some examination of 
the effects of image size, polarization (I, IV, IQUV) and number of minor cycle iterations were 
also conducted.   
 
The plot below shows the effect of parallelization versus relatively large 8K x 8K images, with 3 
major cycles and 5000 iterations.  8K x 8K was chosen as the largest image size, given the test 
server’s 24GB of memory, which would allow at least 2 engines running in parallel.  
Parallelization via thread support in gridding and the 3rd FFTW library was disabled. 
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Total runtime decreases smoothly from a maximum of 814 minutes in the serial one engine case 
to a minimum of 114 minutes in the 12 engine case (6 servers of 2 engines each).  The slow 
decrease in parallelization efficiency from nearly a factor of 2 in the 2 engine case to a factor of 
7 in the 12 engine case is primarily due to the serial portion of the minor cycle beginning to 
dominate.  Broader parallelization was not possible due to memory limits and available compute 
servers. 
 
The most notable effect of this test is the limit on server efficiency due to limited memory.  Only 
2 of the 12 cores were usable during imaging.  Increasing system memory to 64GB would have 
allowed 4 of the 12 cores to be engaged.  If threading in the gridding and FFTW steps had been 
enabled and if the system had consisted of 16 cores then 4 engines of 4 threads each would have 
been possible.  Further testing of these effects should be performed but are not possible at this 
time. 
 
A subsequent test was performed to examine parallelization out to 24 and 48 total engines 
beyond the 12 engine limit in the previous case.  Image size was reduced to allow a maximum of 
12 engines per server from the 2 per server in the 8K x 8K case.  In addition, for the broadest 48 
engine case, the number f iterations were adjusted to 1K and 10K. 
 

 
 
There are several points to note in the plot above.  First is that image size has very little effect on 
serial run time, gridding and therefore total visibilities is the dominate factor.  The serial runtime 
for the 3K and 8K case was 779 and 812 minutes respectively. 
 
Secondly after 24 total engines (2 servers of 12 engines) the addition of more engines has little to 
no effect; total run time is almost entirely dominated by the minor cycle by that point.  Larger 
data sets would benefit from more engines due to greater gridding overhead but ultimately the 
serial or nearly serial nature of the minor cycle will begin to dominate.  This is unlikely to be an 

779 

392 

205 
130 100 72 69 68 70 

0
100
200
300
400
500
600
700
800
900

1 engine 2engines 4 engines8 engines 12
engines

2 nodes x
12

engine

4 nodes x
12

engine

4 nodes x
12

engine
1K iter

4 nodes x
12

engine
10K iter

M
in

ut
es

 

Continuum Imaging, 3K x 3k Image,  
5K iterations: CASA 3.4 

Run time



EVLA Post Processing Cluster Recommendation 
 
issue for the JVLA pipeline but reprocessing for science quality images, particularly when using 
more advanced algorithms will be very inefficient if they are inherently serial. 
 
At least for this MS, the total number of iterations only very weakly effects run time.  Other 
images, particularly confused sources may exhibit very different behavior. 
 
5. Spectral Line Imaging 
 
Eventual JVLA data sets of many 1s to 10s of thousands of channels are expected resulting in 
large image cubes. The 3c147 data set was chosen to allow the examination of parallelization 
efficiency during cube image creation.  At the time of observation 1K channels was the upper 
bound of WIDAR capabilities.   
 
A brief description of the parallel spectral line imaging is necessary to explain some of the side 
effects seen during benchmarking.  Parallel spectral line imaging farms 1 or more channels 
(called chanchunk) at a time to each requested engine.  Each engine reads a tile at a time and 
grids visibilities for its allocated channels.  For example 8 engines with a chanchunk of 8 would 
execute 8 engines each of which would grid 8 channels in parallel for a total of 64 channels 
gridded across all 8 engines. 
 
There are two significant side effects from this approach.  First memory consumption during 
spectral imaging is significantly higher than continuum imaging.  In the example described 
above each engine must be able to hold 8 gridded images and their associated secondary images 
(e.g. PSF image) in memory.   
 
Secondly tile size and shape greatly impacts imaging performance.  Tiles are typically split on 
SPW boundaries and an individual tile will contain all channels within a SPW for all 
polarizations, and all baselines for some small set of integrations.  This means each engine reads 
in the entire SPW but throws away all but chanchunk worth of visibilities.  With 64 channels per 
SPW and a chanchunk of 8 CASA will have to re-read all visibilities 8 times, throwing away 
7/8ths each time. 
 
Assuming 64 channels per SPW, setting chanchunk to a large value (e.g. 16 or 32) will greatly 
limit parallelization breadth due to system memory limits. Setting chanchunk to a small value 
(e.g. 1 or 2) will greatly increase the number of times CASA must re-walk the data.   
 
After all channels are imaged there is a final serial step where the resulting individual image 
planes are combined into a single image cube. Some discussions have occurred to improve tile 
shape for spectral line imaging and to parallelize the serial step to build the final image cube. 
 
For the spectral imaging benchmarks done versus 3c147 the value of chanchunk was set to 8, and 
image size was set to 3K x 3K pixels by 1K channels.  A small image size was used to offset the 
effects of setting chanchunk to 8.  The resulting memory footprint per engine limited the total 
engines to 4 per server.   
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The following plot shows the run times for spectral imaging of 3c147 as the number of engines is 
increased from the serial single engine case to 16 engines (4 servers with 4 engines each).  The 
parallel portion is in blue, the serial portion is in red, with an efficiency measure shown as a 
trend line.  Efficiency is merely serial runtime / parallel runtime / parallelization breadth. 

 
 
 
Similar to other CASA functions the serial portion initially contributes very little to total runtime 
in the purely serial case but by the 16 engine case it accounts for nearly 25% of total time.  The 
final cube creation time scales as the number of channels, while the parallel portion scales as the 
number of visibilities.  The runtime of a 16K channel image with the same number of visibilities 
would quickly be limited by the serial cube creation.. 
 
The parallel portion shows excellent scaling efficiency up to 8 engines.  The fall off in the 16 
engine case could be indicative of a non-quiescent system, more likely the reduced efficiency is a 
reflection of increased I/O load as each engine does 1/8th the compute to I/O as the continuum 
case due to throwing away 7/8ths of the data per read.  Addition of further servers is unlikely to 
help significantly. 
 
Given the memory scaling behavior as a function of chanchunk 24GB of memory is not 
sufficient for many cube cases if a significant portion of the full beam is to be imaged.  64GB of 
system memory would have allowed the 16 engine example case to run on 2 servers rather than 
requiring 4 servers; with the memory improvements in CASA 4.0 it can be run on a single server 
with 16 cores and 64GB of memory which is shown in the next section. 
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6. Hardware Comparison 
 
In May of 2012 Intel released their new processors, codenamed: Sandy Bridge.  The new 
processors have several potential advantages over the previous generation of processors.  The 
most likely advantages over the existing test servers are: 

• L3 Cache on die  
• 15 to 20MB L3 cache (6 vs 8 core) vs 12MB L3 cache 
• 8 core per processor option 
• Improvements to transcendental mathematical operations (log, trigonometric functions, 

etc) 
• Integrated PCI-e controller on die 
• 4GHz vs 2.9GHz bus 

 
Intel produced two different series of Sandy Bridge processors, the E5-2400 series which has a 
single QuickPath Interconnect (QPI) link and 3 channel memory, and the higher end E5-2600 
series which has two QPI links and 4 channel memory.  For optimal performance E5-2400 based 
systems would take memory in multiples of 6 DIMMS (3 DIMMS per processor) and would 
typically have 24GB, 48GB or 96GB of memory.  E5-2600 based systems would take memory in 
multiples of 8 DIMMS (4 DIMMS per processor) and would typically have 32GB, 64GB or 
128GB of memory. 
 
In August vendors began shipping servers based on the newer Sandy Bridge processors.     A 
Dell R420 with 48GB of memory was obtained to compare 6 core and 8 core E5-2400 series 
processors.  A comparable Supermicro system was obtained to compare vendor performance.  In 
addition two Dell R620’s with 64GB of memory were obtained to compare two 6 core, E5-2600 
series processors and three 8 core, E5-2600 series processors of various clock speeds. 
 
These systems were then compared to one of the existing Dell R410 servers with an E5645 
Nehalem series processor used in all the previous benchmarks. 
 
The next plot shows the Manufacturer’s Suggested Retail Price(MSRP) for a given pair of 
processors and the total system price for a complete server with that pair of processors.  System 
price includes direct costs like chassis, memory (normalized to 64GB), fans etc and indirect costs 
like additional QDR Infiniband network card, network and power distribution ports and cables.  
Indirect costs were estimated around $800. 
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The main point to note is that system price minus the processor cost is relatively constant 
regardless of model.  Assuming processor performance scales linearly with speed there is a 
substantial system cost over head in buying a larger quantity of lower end systems.  
 
Also of note is the greatly reduced price of the E5-2640 series processor.  Intel appears to be 
pushing that processor to drive E5-2600 processor adoption.   
 
To establish processor cost efficiency continuum and spectral line image benchmarks were run 
on one of the existing cluster servers4 as a baseline and then repeated against the test servers 
outfitted with matched pairs of processors.  For each test the number of engines was set equal to 
the number of cores available.  Systems with dual 6 core processors ran 12 engines; systems with 
dual 8 core processors ran 16 engines. 
 
The continuum imaging benchmark used the same parameters and calibrated data set as 
previously discussed except the image size was reduced to 5K x 5K from 8K x 8K to avoid 
swapping.  The spectral line benchmark was identical to the one discussed above.  
 
In both cases a stable pre-release of CASA 4.0 was used rather than CASA 3.4 to make use of 
recent changes in image management and memory consumption.  This was necessary to allow 12 
and 16 engine per server cases during imaging. 
                                                 
4 Memory on this server was increased from 24GB to 48GB to support full 12 engine parallelization. 
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The following plot shows the execution time of both benchmarks versus processor type.  The left 
side lists the model of each processor, number of cores in parenthesis and clock speed.  Processor 
efficiency is simply the ratio of the baseline system (E5645) system cost multiplied by run time 
vs a specific test systems cost multiplied by runtime. 
 

 
 
Most processors models are in the mid 90% efficiency range; their increased cost is almost 
entirely offset by their decreased runtime.  A few issues to note: 

• There was no discernible difference between the Dell R410 and the comparable 
Supermicro system with E5-2440 processors.  

• The E5-2470’s much higher cost for 8 cores does not offset its decreased clock rate. 
• As expected the E5-2640’s much lower cost is reflected in its higher efficiency measure, 

unfortunately it only has 6 cores. 
• Both the 2.9GHz E5-2667 and E5-2690 were starved for data during spectral line 

imaging.  The max I/O rate per client from Lustre is sufficient for 2.6Ghz systems but not 
2.9Ghz 

• The E5-2440, E5-2665 and E5-2670 had equivalent efficiency measures but only the 
latter two have 8 cores. 
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Lastly there is a significant performance issue with all Dell server models when running RHEL 
Periodically all systems would switch from roughly 90% user CPU utilization to 100% system 
CPU utilization for 5 to 10 minutes and then resume normal processing.  This behavior caused 
total runtimes to be roughly twice the expected value.  The problem was avoided by reverting all 
systems to Redhat RHEL 5.8.  There is no solution to the problem at this time, if the problem is 
not resolved we’ll likely have to disqualify Dell systems. 
 
7. Recommendations 
 
The benchmarks and analysis to date focus primarily on JVLA pipeline style calibration and 
imaging as well as spectral line imaging.  More advanced scientific imaging algorithms are in 
active development and numerous questions remain regarding their parallelization efficiency, 
memory foot print and frequency of use.  Final recommendation for the JVLA cluster makes the 
following two assumptions: 
 

1. MS-MFS parallelization will be implemented in a form similar to simple continuum 
imaging with similar scaling behavior. 

2. Memory foot print of MS-MFS imaging for low frequency A-Array data will be less 
than 16GB per engine. 

 
From the results of the previous sections the following guidelines are used to form the final 
recommendation 
 

• Assuming no significant loss in total processing efficiency fewer, faster servers are 
preferable to more, slower servers.  This reduces individual observations run times and 
infrastructure overhead at the expense of total number of concurrent jobs. 

• Assuming no significant loss in system cost efficiency dual 8 core processors are 
preferable to dual 6 core processors due to the thread mapping issues of 3 engines of  4 
threads each vs 4 engines of 4 threads each 

• 4 channel memory resulting in 32, 64, 128GB system memory configurations is 
preferable to 3 channel memory resulting in 24, 48 or 96GB system memory 
configurations.   

• 64 GB memory per system is needed for most cases , additional memory can be added as 
needed. 

 
Given the above, the best fit for cluster systems are either the E5-2665 or E5-2670 processors.  
They’re the only units that have 4 channel memory, 8 cores and a 90%+ efficiency rating. In 
addition, in their tested configuration, they are outfitted with 16 DIMMS slots with 8 in use.  
Doubling system memory can be trivially accomplished with the addition of more DIMMS.  
Given the desire for fewer faster servers the slightly higher end E5-2670 would be preferable, 
with a fixed budget the lower end server would only result in one additional unit.  
 
The EVLA construction budget has $256K allocated for the post processing cluster. The table on 
the following page shows a proposed cost break down for infrastructure items and a 39 cluster 
system based on the 2.6GHz 8 core dual processor test server with 64GB of system memory.   

Comment [JDR1]: A lot more work here is 
needed to show this but there’s simply not time, right 
now it’s a stab in the dark. 
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Item 

    
Infrastructure Items Quantity 

Unit 
Cost  

Total 
Cost Notes 

42U Rack 2 $2,500 $5,000   
120V 30A PDU 5 $771 $3,855 Power distribution Unit 
36port QDR Inifinband 
Switch 2 $6,327 $12,654 Data distribution 
QDR Infiniband cable 8 $78 $624 IB bonded switch connections 
48 port Gbit Ethernet switch 1 $3,500 $3,500 Management 

  
 

Sub 
total $25,633   

Per System Items 
   

  
2.6GHz dual processor server 39 $5,300 $206,700 Compute servers 
QDR Infiniband card 39 $525 $20,475 Data network connection 
QDR Infiniband cable 39 $78 $3,042 Data network cable 
UTP ethernet cable 39 $5 $195 Management network cables 
NEMA 5-15P to C13 13A  39 $3 $117 Power cables 

  
 

Sub 
total $230,529   

     
 

  Total $256,162 
  


