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Computing Platforms 

• Overview of existing NMASC and NAASC compute clusters 
• Current usage estimates for NMASC cluster 
• Issues (I/O factors heavily) affecting performance 
• Future cluster usage and options 
• Possible improvements or lines of inquiry 
• Conclusions 
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Computing Platforms - Status 

• Post processing environment consists of two clusters with high 
speed interconnect 

• Compute Cluster 
– NMASC: 50 node cluster,  NAASC: 32 node cluster (64 planned) 
– Dual 8-core 2.6 GHz (Nehalem) Intel processors (16 cores total) 
– 64GB memory:  Allows for 16 processes of ~3GB each 

• I/O Cluster (Lustre) 
– Parallel distributed filesystem.  All clients see same coherent filesystem which 

allows parallelization across multiple nodes. 
– NMASC: 9 storage nodes, ~350TB total storage with 12+GB/s throughput 
– NAASC: 5 storage nodes, ~200TB total storage with 6+GB/s throughput 

• 40Gbit Infiniband fabric connects compute and I/O clusters 
• 10Gbit Ethernet connects staff workstations to Lustre for simple 

processing 
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Computing Platforms - Status 

• Cluster time is allotted via resource manager and scheduler 
– Torque:  Assigns nodes by best fit for memory and core requirements. 
– Maui/Moab:  Job scheduler with multiple queues to prioritize pipeline, 

reprocessing and interactive use. 

• Pipeline cluster usage estimates based on parallelization tests  
– NMASC estimates 4 to 6 nodes needed for calibration, flagging and reference 

image pipeline 
– NMASC estimates additional12 to 16 nodes for science quality images 
– NAASC numbers should be similar 

• Pipeline re-processing cluster usage estimates 
– Largely dependent on pipeline success 
– Currently planning on an ‘as resources allow’ approach 

• NMASC has three 2 to 4 node micro clusters provided by CfA, Caltech and Frazer 
Owen and a 4th in discussion with Michigan State.  
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Computing Platforms - Issues 

• CASA memory footprint during continuum imaging 
– 9 Single precision and 5 double precision images created during simple clean 

• Effectively 14 single precision images  
• 72MB per single precision image for 3K x 3K, 1.5GB for 14K x 14K. 
• 1GB total per process per polarization for 3K x 3K, images, 22GB for 14K x 14K 
• Additional (partial) images per scale and Taylor term in MS-MFS 
• MS-MFS with full polarization could require over 1TB of images  

– CASA pages idle images to working directory (Lustre) to limit active memory 
utilization 

• Limits per process footprint to <4GB 
– 16 parallel processes on system with 64GB memory 

• Currently pages image fragments (small I/Os) rather than full images 
• Increases I/O pressure on Lustre (see graph on slide 8)  

– Large low frequency continuum imaging via MS-MFS may only utilize 50% of 
cores due to memory pressure.  
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Computing Platforms - Issues 
• CASA I/O patterns 

– Significant improvements in most tasks 
• From 5MB to 50MB/s during split,  100MB/s to 700MB/s per node during 

image gridding step 
• Still many small (<1MB) reads in non-imaging tasks and imaging during 

memory pressure. (see graph on slide 8)  
– Time vs frequency tiling effects create small or multiple reads during traversal 

• Cube imaging walks entire data set Nchannels 

– Inefficient access patterns cause significant degradation in Lustre performance 
• Reading 1MB has nearly the same overhead as reading 4KB. 
• Repetitive reads cause excessive load, contention and head seeks. 

• CASA parallelization breadth 
– Parallelization in non-imaging tasks by number of sub-Mses 
– Minor cycle essentially serial 
– Current approaches only scale to many 10s or few 100 cores. 
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Computing Platforms - Issues 
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Computing Platforms - Issues 
• Limited free Lustre space 

– NMASC currently 80% full,  performance degrades rapidly after 70% 
– Reprocessing could require an additional 150TB to 300TB 

• 500GB/observation * 2 observations/day * 30 day grace period * 5 to 10x 
expansion from multiple data copies 

• Inefficient cluster use 
– Interactive CASA sessions currently dominate, result in high idle time 
– Inefficient mapping of jobs to nodes due to inflated memory estimates 

• Insufficient documentation and education 
– Most cluster jobs still running serially 
– No run time expectations as a function science case, task and data size to 

inform resource requests 
– Insufficient documentation focusing on obtaining optimal science with 

minimum resource 

• Post processing as a service is a new model for NRAO  
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Computing Platforms - Future 

• New imaging algorithms and imaging patterns 
– MS-MFS,  A and W projection,  ASP will require more processing per image. 
– Large cube adoption (16K+ channels with EVLA) 

• Current cube algorithm will be dominated by per channel serial portion  

• New analysis tools 
– Large (500+GB) cube analysis will require similar I/O and possibly similar 

compute to imaging. 
– Analysis could be highly repetitive with numerous walks through data. 
– Analysis is inherently interactive,  likely to lock up resources even while idle. 

• New instruments (LOBO:  300MB/s EVLA commensal observations) 
• New processors and platforms (Ivy Bridge, Xeon Phi, GPUs, FPGAs) 
• Serial processing speed and I/O rates will lag further behind demanding more 

resources or better approaches. 
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• Disk I/O rates double roughly every 4 years, must parallelize I/O. 
• Disk sizes double every 20 months 
• Multiple cores sustain CPU performance curve. 
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Computing Platforms – CASA 
Upgrades 
• Generate standard testing environment for future benchmarks 
• Further improvements in CASA I/O patterns 

– Re-examine tile choices,  particularly tile size (bigger is better) 
– Re-audit all tasks and better understand file access 
– Optimally order data by time or frequency as a function of imaging case 
– Increase memory in Lustre servers for improved caching of small files 

• Improve imaging memory management 
– Parallel threaded gridder, utilizes idle cores on memory limited jobs 
– Improve image paging (trading I/O for memory) efficiency via bulk transfer 
– Consider per node SSDs for image paging to lessen Lustre loading. 

• Minor cycle parallelization 
– Currently commit nodes and cores till gridding time reduced to minor cycle 

time 
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Computing Platforms – 
System Upgrades 

• Investigate virtualized SMP systems 
– Treat existing cluster as a single SMP system of ~1000 cores and ~4TB of 

memory 
– Trade longer per task run times for more concurrent tasks 
– Potentially improve total system efficiency by simplifying job packing problem. 

• Investigate better profiling tools (V-Tune) and compilers (Intel, Portland Group). 
• More Lustre nodes:  $16K per node, adds 1.5GB/s and 40TB effective storage. 
• More compute nodes or specialized compute nodes (e.g. large memory systems) 

– Premature until parallel pipeline exists for more accurate estimates. 
• Investigate external compute resources 

– Creates new issues in moving data to processing and data management 
– Requires improvements in parallelization breadth 
– Primarily attractive for harder edge case problems 
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Computing Platforms - 
Conclusions 

• Post processing and pipeline loads are speculative, need benchmarking 
standards based on production pipeline. 

• Optimal compute performance limited by inefficient I/O 
– Vastly improved in imaging cases which typically reach 95+% CPU utilization. 
– Other tasks and imaging during memory pressure still do small reads. 
– Repetitive reads increase total work done by filesystem 

• Focus on efficient use of both compute and I/O clusters 
– Need consistent storage policies for Lustre filesystems to reduce load. 
– Continue to profile processing, examine better compilers (Intel, PG), profiling 

tools and platform architecture. 
• User documentation needed for remote access, pipeline use etc. 
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