
Request for Funds for Pulsar Computing Expansion
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Abstract: I request $45,000 from the GBT azimuth track remediation to upgrade by a
factor of 4−5 the computing capability available for pulsar work here in Charlottesville. In
addition, a small percentage of the funds will be used to triple the disk space capacity of my
current cluster (uller). These upgrades are essential if I am to continue to process and search
new GBT, Arecibo, and GLAST pulsar observations in the coming years at NRAO.

1 Background and Science Case

Pulsar observations have always been data and computation intensive — particularly for single
dish radio telescopes. This is primarily due to the quest for high quality observations of the
fastest pulsars (particularly the millisecond pulsars or MSPs) which are both scientifically
interesting and the best clocks. Unfortunately, these observations result in very high data
rates due to the high time resolution required to optimally measure pulse shapes, and the high
frequency resolution required to remove the dispersive effects of the interstellar medium.

In addition, since pulsars are intrinsically weak but broadband radio sources, pulsar as-
tronomers continually strive to improve their sensitivity by increasing observing bandwidth.
Additional bandwidth means more frequency channels. Finally, in order to improve observa-
tional dynamic range and to ease RFI removal, observing systems have been using more bits
during the digital conversion. All of these trends have resulted in dramatic improvements in
sensitivity (by factors of 2−3 using the same telescopes and receivers) and timing precision (by
one to two orders of magnitude) over the past 10 years at the cost of data rates and volumes
10−100 times larger than before. The following table shows pulsar search instrumentation
currently in use, or which will be in use within the next year.

# of BW Samples Rate
Instrument Telescope Year Bits Chan (MHz) (µs) (MB/s)

JBO Filterbank Parkes 2000 1 512 256 80 0.8
BCPM GBT 2001 4 96 96 50 0.9
WAPP Arecibo 2001 16 256 100 64 7.6
Spigot GBT 2004 16 1024 800 82 23.8

P-ALFA “MockSpec” Arecibo 2007 8 3600 300 72 47.5
“Dream Machine” GBT 2007 8 4096 1000 80 48.8

In addition to the large data rates, the modern instruments are being used for several
large projects that I am heavily involved in. For the Pulsar-ALFA survey at Arecibo, I am
in charge of the main pulsar search pipeline for the survey. P-ALFA will accumulate almost
1 PB (i.e. 1000TB) of data before it is finished (and we already have >100 TB on hand). On
a slightly smaller scale, I am a co-PI for the GBT 350-MHz drift scan surveys that will start in
less than one month. By the time the GBT track repairs are finished in August, we will have
used the Spigot to take almost 80 TB of data for the survey.

For each of these surveys (and similarly for the incredibly successful globular cluster surveys
that are still ongoing with the GBT), the computation time required is drastically longer than
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the amount of telescope time used. As an example, a single 2-min integration from the
GBT 350-MHz survey requires ∼24 hrs to process on a single processor of my current cluster,
uller. The large number of computations comes from the fact that thousands of independent
dispersion measures (DMs) must be searched with hundreds of trial Doppler accelerations to
keep our sensitivity high for millisecond binary pulsars (our primary targets). The payoff for
these computations is large, though, as shown by the many tens of exotic systems that we’ve
found in globular clusters over the past three years with uller and other computer clusters
(e.g. Ransom et al., 2005, Science, 307, 892; Hessels et al., 2006, Science, 311, 1901).

My current computer cluster uller consists of a master node with dual Opteron 246
processors, 6 GB of RAM, and 2 TB of RAID disk space; and 8 compute nodes with dual
Opteron 246 processors, 3 GB of RAM, and 2×250 GB of scratch disk space. The Opteron 246
processor was released in mid-2003, and so the CPU performance of the machines are nowhere
near state-of-the art today.

The majority of the time (probably ∼75%) the cluster operates at 100% capacity. The
remainder of the time it is mostly idle due to a lack of time on my part to keep the computer
“fed” (e.g. due to travel and the time and effort it takes to move TBs of data on/off the
machine and to configure the searches). Now that there is a UVa graduate student working
with me (Ryan Lynch, and possibly another starting in the fall), an incoming post-doc (Paul
Demorest), and another soon-to-be-local pulsar astronomer (Walter Brisken), I believe that
keeping the cluster fed will be much less of an issue in the future1. In addition, and more
importantly, now that processing pipelines for the GBT 350-MHz survey and the P-ALFA
survey are finished, “feeding” the cluster will be a (nearly) completely automated process.

One very important point to understand about pulsar searching is that it is an inherently
parallel process. As such, adding N processors to a search pipeline gives a direct factor of N
speedup to the search processing. In addition, my search software (for acceleration searches
or for pulsation searches of X-ray or γ-ray data2) is 100% CPU-bound. This means that any
improvement in CPU speed gives a direct improvement in search speed. Such improvements
would not be the case if the searches were i/o-bound or communication limited.

The bottom line is: without a significant improvement in computing power, my student(s),
post-doc(s) and I will be unable to search upcoming pulsar survey data at NRAO. While pro-
cessing data at National facilities such as NCSA is potentially possible, the logistics of moving
many tens or hundreds of TBs of data to/from the National centers on an ongoing basis makes
this option infeasible.

2 Proposed Improvements

I propose to add eight additional compute nodes to uller. Each node will contain a dual-
core, dual-processor system with a modern CPU (likely Intel Xeon 5150s), 8 GB of RAM, and
2×500 GB of scratch disk space. Price quotes for these systems (in 1U rack-mount cases) range
from $4,800−$5,500 each, depending on the vendor and various details (I received quotes from
Dell, PenguinComputing, and ThinkMate).

The total power usage of the new nodes is ∼200 Watts per node. According to Gene
Runion, there is currently enough power, air-conditioning, rack space, and UPS capacity in
the Edgemont road server room to handle these machines. Since the new machines will be
64-bit x86−64 Linux servers, the operating system and software will be configured identically

1I have offered use of uller to some UVa and NRAO staff/faculty interested in cluster computing, but only
one person has taken me up on the offer – Remy Indebetouw at UVa, who ran many simulations on it.

2For details on blindly searching for pulsations in γ-ray data, see Ransom 2007, arXiv:0704.1131 [astro-ph].
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to the current uller nodes, greatly reducing the effort required to install and maintain the
systems. Since I am the system administrator for uller, there will be no additional personnel
costs associated with the new nodes.

I have benchmarked Intel Xeon 5150s with my search software and each core is more than
twice as fast as a current CPU in uller. Therefore, eight new nodes will provide a factor of
4−5 improvement in search capacity over the existing uller.

In addition, to help handle the storage requirements for the search and timing products
(i.e. not the raw data itself), I will purchase 8×750 GB SATA drives to replace the 250GB
drives that make up my current RAID system. These drives are approximately $300 each.

The total cost of the nodes plus disks is roughly $45,000, and the money would be used as
soon as it became available in FY2008.
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