








Project Summary
The ALMA will enable groundbreaking science over a wide range of fields. Exciting discoveries
will be made with simple images of continuum emission and/or individual molecular lines. For
many areas of science, however, such images are the tip of the iceberg; large multi-channel data
cubes and large field mappings will exploit the greater capability of ALMA. ALMA’s high sensi-
tivity and large correlator enable the collection of large spectral data cubes which contain a wealth
of information about the kinematic, physical, and chemical state of the galaxies, molecular clouds,
circumstellar disks, and evolved stars under study. ALMA’s speed can enable wide field mappings
and mappings of large samples. With 4,000-16,000 channels and the speed to collect 10’s to 100’s
of objects in a science sample, it is no longer practical to use the human eye to analyze and extract
the full scope of science contained in these rich datasets.
We propose to develop, in cooperation with NRAO and the NAASC, the software infrastructure
and tools to enable science-driven mining and visualization of sets of large image cubes. The
overall goal is to give scientists the tools to derive science from large ALMA data cubes in an
intuitive way. We seek to facilitate standard scientific analysis and to enable new and creative
ways to derive science from the cubes.
This is a study proposal to establish the groundwork for a ALMA development proposal. Three of
our key areas of investigation will be design of data infrastructure optimized for complex analysis
and visualization, exploration of qualitative visualization approaches, path-finding for algorithms
to identify and quantify structures of astronomical interest in large data cubes. The investigations
will be informed of the needs of ALMA through interaction with the NAASC and ALMA users,
and of the existing capabilities through interaction with the CASA group and the computer science
community.

Project Description
1 Science and the Vision
ALMA needs software infrastructure and tools for quantitative visualization, analysis, and science-
mining of large image data cubes that can drive innovative science. This proposal outlines both the
big picture for a development effort and the specific goals for the study to be funded over the next
year.
The end goal is to maximize the scientific impact of the ALMA as a versatile, data-intensive
astronomical facility. ALMA will be a transformational instrument. A significant portion of its
science will involve: (1) data cubes which are 1000× 1000 pixels and larger, and thousands to
10s of thousands of planes and (2) sample surveys involving tens to hundreds of cubes covering a
sample of objects or 100s to 10,000s of beam mosaics. Mining the science that you know is present
in such data cubes is hard. It is even harder to find the science that you do not know is there – the
discovery science that is created by major advances in instrumental capability.

ALMA does not have in its baseline plan a capability for dealing effectively with large data cubes.
New software tools that allow easy, extensive, and creative access to large image cubes will enable
fundamental discovery science with ALMA, as well as strongly enhance the ability of proposers to
use ALMA efficiently for targeted science. Such tools will be critical to deriving maximum value

1



from the ALMA archive where existing approaches will overwhelmed by the sheer volume of data.
What will the proposed software look like? Evaluating ideas and implementations is the purpose
of this request. The simplest contender is a “stand-beside” software infrastructure that works well
with CASA (Common Astronomy Software Applications) but is optimized for visualization and
analysis access. Built on this infrastructure are applications which provide the user with infor-
mation and analysis results, and with different modes for isolating information of interest to the
scientist. Examples of applications are: visualization of large data cubes; integrating line identifi-
cation information into the data cube to allow image viewing of multiple lines simultaneously on
a common velocity scale; principle-component analysis of integrated emission line and channel
maps to enable quantitative intercomparison; characterization of the noise to facilitate identifica-
tion of emission; and intercomparing data cubes from multiple sources in a survey. The idea is
to create the infrastructure and a set of most-needed applications, then have open-source contribu-
tions and peer evaluation to create a survival-of-the-fittest environment for on-going development.
We expect that flexible metadata structures will play central roles: to communicate value-added in-
formation about the dataset, to preselect data of interest to the scientists, to characterize the image
planes, and more. Due to the large size of the datasets, it may be of high value to have metadata
information as a forerunner to archival data to focus the query on the relevant sub-set of data. A
well thought-out infrastructure and metadata structure are essential to building the next level of
analysis tools.
In this study proposal, we will explore the following areas to lay the groundwork for a development
proposal:
(a) interfaces to CASA image cubes and infrastructure for efficient, versatile access to these cubes
in an open-source/application environment;
(b) design of metadata structures that would accompany the astronomical and image data to en-
hance the utility of applications;
(c) options for quantitative visualization and the speed/capability trade-offs;
(d) applicability of and development paths for existing algorithms in the computer science com-
munity to identify and quantify structure of astronomical interest in large data cubes;
(e) interfaces for intercomparison of computational models with observational data.
In parallel with these software infrastructure activities, we will work with the community and the
ALMA NAASC to identify the primary needs of the science community and to prioritize the list
of desirable capabilities.
The top goal of this study is a well-defined plan for development of the software infrastructure
and key applications and visualization techniques for enabling science with large image cubes.
The second goal is to scope the manpower and costs for achieving a specific level of functionality
which bring strong scientific value.

1.1 Science Drivers
ALMA will address major “Origins” questions outlined in the New Worlds New Horizons (NWNH)
report. ALMA’s total impact is dependent on both its capability for gathering data and the ability of
astronomers to create scientifically meaningful results from the data. For many types of projects,
this data rate is beyond the capability of existing tools and techniques which relied on hand/eyeball
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processing. Without tools to separate the science content from the noise, significant potential sci-
entific discoveries will remain buried in the ALMA archive; without new ways to identify patterns
of interest and to separate the “usual” from the “unusual”, we will not know what remains hidden
among the complexity of 1,000’s of image planes.
To illustrate the value of software innovation, let’s consider the search for the origin of galaxies.
The density enhancements in the early Universe that grew into present day galaxies are imprinted
in the fluctuations in the cosmic background radiation. Mutual gravitational attraction brought
together this matter, first forming small protogalactic fragments which hosted the first stars, then
building larger and larger structures: galaxies, galaxy groups, and giant clusters of galaxies. This
process is known as structure formation [9, 50]. Small structures form first and aggregate into
larger structures, as a consequence of the dominance of dark matter.
Major surveys have charted out a rough cartography of the cosmos. The task over the next decade
is to obtain precision observations that trace out the structures and substructures of the universe in
sufficient detail to test ideas of how galaxies and clusters were built, and elucidate the metallicity
enrichment over generations of star formation and death. A key datum missing in the picture of
structure formation is observations of the cold gas phases in galaxies and their environs, which
carry key information necessary to understand the accretion of baryons onto dark matter halos and
the subsequent effect of baryonic processes and energy deposition.
ALMA is a choice instrument to produce deep broad field spectral and continuum surveys of
galaxies and galaxy clusters. ALMA is designed to have the sensitivity to study a Milky Way type
galaxy 21 billion light years away (corresponding to a time when the universe was only 2.2 billion
years old). These objects will be very faint. To study them, we need to search large datasets for
weak signals, perhaps folding in information obtained at other wavelengths. Once detected, those
signals need to be characterized to chart the kinematics that underlie the build-up of galaxies. One
area of innovation related to detection will be methods for characterizing the noise, decidedly
non-Gaussian due to the nature of the interferometers (which detect particular Fourier components
of the sky brightness distribution).
A second area of innovation is automatic galaxy classification and extraction of morphological
parameters - characterizing what we are finding. Indeed, this is even a problem at optical wave-
lengths, where most experience with large surveys resides to date. A popular approach has been
crowd-sourcing “by eye” morphological studies (for example, http://www.galaxyzoo.org).
Other major science questions from the NWNH report, how do stars form, and how do planets
form, are also well-suited for ALMA’s capabilities. Over the past half-century we have learned a
lot about how stars form in the depths of molecular clouds in our Galaxy and other galaxies through
the gravitational concentration and collapse of dense molecular gas and dust [4, 2, 31]. As the star
forms, material with too much angular momentum to fall directly onto the forming star creates an
orbiting plane of material which both feeds into the star and becomes the fertile ground for the
formation of a planetary system. Such disks with sizes of 100’s of AU are seen around 80% of the
youngest stars [58]. Thus, there is an intimate connection between forming stars and planets.
The major areas of progress over the next decade are in understanding what drives stars to some-
times form alone and other times to form in large clusters, what determines the mass of the stars
that form, and how are the planetary system characteristics determined by the physics of star for-
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mation. Observations at radio through infrared wavelengths have been prime contributors to our
knowledge of cold gas and dust involved.
ALMA will revolutionize the field with a combination of sensitivity and angular resolution. The
key observations will be: (1) large surveys that capture the structure and kinematics of molecular
clouds over five orders of magnitude in spatial scale with thousands of planes of velocity infor-
mation in different spectral lines from various chemical species, and (2) surveys of hundreds of
young stellar disk systems with 5 AU resolution at a broad range of radio wavelength and molecu-
lar lines. Although we have tools now to study kinematics in data cubes, for example, we do so one
line at a time without taking advantage of the redundant structural information present in multiline
datasets. The prime area of innovation will be how to mine these image libraries for their science
content: characterizing what is there in systematic ways and enabling scientists to sift through the
data cubes for scientifically important information for their work.
And, finally, the question of the origin of life, understanding its pervasiveness and uniqueness has
fascinated mankind since the beginning. There are many ways to approach this broad area of study.
One of the most interesting is through searches for pre-biotic molecules in interstellar space and
forming planetary systems, because this work speaks to the ubiquity of the precursor chemistry
upon which life might be built [11, 60, 53, 18]. Over 140 molecules have been identified to date,
ranging from the humble carbon monoxide, CO, to acetic acid [44] and urea [28].
The limiting factors in searching for ever more complex molecules is, in fact, the unique identifi-
cation of the lines of a given molecule among the forest of lines that are present in the spectrum
of the richest sources (see Figure 2). To achieve secure identifications, one needs to verify 6-10
connected lines of the target molecule which share the same spatial and velocity structure and are
uncontaminated by lines from other molecules. The history of the detection-and-undetection of
glycine, the simplest amino acid, is an example of the difficulty of secure identification [49, 27].
The ability of ALMA to efficiently collect broad spectra containing tens of thousands of lines can
bring definitive answers if the software is available to mine the data cubes. The areas of innovation
needed here are: (1) mechanisms for efficiently identifying and characterizing, and comparing the
emission in large data cubes and (2) interfacing large observational data cubes with line catalogs,
laboratory data, and molecular line modeling programs.
The goal of the future ALMA development proposal is to create the software infrastructure and
the first generation of tools that will enable scientists to address these science questions, to search
for the undiscovered science in large ALMA data cubes, and to provide an effective platform for
community development of second and third generation tools for new scientific discovery.

1.2 Software System Challenges
With the goal of maximizing the ALMA impact on important science goals through the innovations
mentioned above, we are presented with a number of long term system software challenges to
tackle. While our focus is on ALMA, it is clear that these developments will benefit all data-
intensive areas of astronomy.

1. Data Challenge: The size of the very large astronomy datasets, from observations as well as
from simulations, together with their auxiliary data-structures imposes a significant computational
and storage burden. We plan to explore a number of approaches to ameliorate this problem for
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ALMA including novel data representations, leveraging unique data characteristics, out-of-core
computation, efficient storage of salient regions, and building smart indexing data-structures to
facilitate efficient query and retrieval.

2. Information Challenge: As astronomy enters the petascale and exascale data era, it will need
automated tools for knowledge discovery and data mining of ALMA observations. We propose to
examine a large class of machine learning algorithms, both linear and non-linear dimensionality
reduction methods, for their efficiency, effectiveness, and relevance for astronomy datasets.

3. Computational Challenge: High-throughput science requires highly parallel processing. We
plan to address software development from desktop supercomputers running multi-core processors
to cloud-based services. Modern multi-core processor architectures such as those from NVIDIA,
Intel, Sony, and AMD provide a rich parallel programming platform for the driving application
which can harness the science in large ALMA data cubes. We plan to use the power of the newly
emerging paradigm of a CPU-GPU combination for high-throughput computing for ALMA anal-
ysis and visulaization applications. We also plan to examine cloud-based solutions for computing
needs of the community.

4. Visualization Challenge: The visualization challenge stems from the rapid growth in astron-
omy dataset sizes that have outpaced our ability to comprehend the science embedded in the data.
During the conceptualization phase we plan to explore a number of avenues in quantitative, re-
mote, salient, and perceptual visualization for ALMA data as well as study the ways that can help
in integration of visualization into the everyday work flow of an astronomer.

2 Software Elements and Challenges
The software challenges to ALMA science output are inherent to large and complex dataset. In this
section we discuss the four main challenges, Data, Information, Computations, and Visualization,
and outline mitigation strategies. There are not simple full solutions, but ignoring the problems do
not make it go away either.

2.1 Data Challenge
ALMA datasets will be large, making them difficult to access, modify, manipulate, analyze, and
visualize with today’s tools. They provide significant challenges for ALMA in data representations,
unique data characteristics, data movement, and data processing.

Data Representations In spite of a large number of astronomy applications, a large number
of software products, and a growing community, the community does not have a dominant data
representation that is geared towards efficient access, analysis, and visualization. The VOTable
format (proposed by the International Virtual Observatory Alliance, IVOA) has attempted to unify
the data representations but it has not been widely adopted. The NCSA HDF (hierarchical data
format) [37] is a current implementation that allows parallel and distributed data storage. Most
software packages currently offer a variety of formats that they can import from and convert them
into a package-specific internal format for further processing [5]. While this has been acceptable
thus far, it is clearly an impractical long-term solution that will break with the coming petascale
computational astronomy era. Lack of a shared data representation not only raises problems with
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interoperability of astronomy software it also hampers community-wide sustainable development
of software. The goal is to work with the CASA team to create or adoption of broad-based data
representation with efficient performance for access, analysis, and visualization.

Unique Data Characteristics ALMA data have several unique data characteristics. First, a
significant subset of the data have a large dynamic range and yet scientific interest is often focussed
on features of very low signal to noise ratio. Effective techniques need to be developed that can
help in efficient storage, retrieval, and analysis while maximally preserving the signal content
and the high dynamic range. Spectral data cubes have not yet received a lot of attention in data
representation, analysis, and visualization communities. Although spectral data cubes have a grid
structure, it does not conform to an equi-spaced 3D grid that is often used in HDF5 and VTK file
formats. Spectral data cubes are characterized by a lack of well-defined surfaces that is antithetical
to commonly used volumetric data processing software that often relies on high gradient features
to localize its processing. This is an area where interaction with the computer science community
can help to identify common modes and overlapping interest between ALMA and other fields.

Data Movement One of the most daunting challenges in dealing with large radio datasets is the
hurdle in moving the datasets around. One can hope and expect that the speed of the Internet
infrastructure will continue to increase but it is equally certain that usage will too. ALMA and
the EVLA are moving to physical transport of disk drives as their primary mode of bulk data
movement. This limits flexibility and discourages broad usage. Alternative solutions for scientific
analysis of image cubes might include compressed representations, intelligent data selection, and
data effective remote visualization. ALMA archive usage might be particularly well suited for
compressed characterization and metadata driven access.

Data Processing The size of the very large datasets together with their metadata imposes a sig-
nificant computational and storage burden. We do not expect the largest ALMA datasets to fit
within the main memory for computing or for display. Datasets with even a few gigavoxels of
resolution can easily exceed the memory of a workstation. There are a number of approaches to
ameliorate this problem including out-of-core computation, efficient storage of salient regions, and
building the visual navigation environment using a clipmap-based tiled approach. In a recent pilot
study [19] Co-I Varsney examined the efficacy of a streaming-based data processing approach. We
found that the NVIDIA performance primitives through OpenCV GPU library provides a highly
optimized and implementation of GPU Gaussian filtering, resizing, addition and subtraction oper-
ations that will be well suited for building other software components. There is also a new simple
indexing scheme for parallel out-of-core processing of large scale datasets, which enables the iden-
tification of the desirable data cells extremely quickly, using more compact indexing structure and
more effective bulk data movement than previous schemes [57].

2.2 Information Challenge
Knowledge discovery in large datasets is a challenge. As the datasets get larger, the ALMA com-
munity will need to rely in an increasing manner on automated data mining and machine learning
methods to keep up [38]. Consider for instance a terabyte-scale data cube from ALMA with thirty
thousand channels. Even if a scientist could go through the data set at 15 frames/sec and one
channel per frame, it will take over 30 minutes to browse one such data cube. Such a style of
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analysis assumes that every channel is equally salient and deserves equal attention of the scientist.
In practice, of course, we know that this is not true. The challenge lies in developing software that
will enable scientists to rapidly navigate to the most salient channels and regions in such datasets.
This can be accomplished by dimensionality reduction and manifold learning. One of our goals for
the development project will be to identify and direct resources towards those methods of machine
learning that hold the greatest promise for astronomy applications.

Linear Dimensionality Reduction Linear dimensionality reduction finds the best linear sub-
space to represent the high-dimensional data. Principal component analysis (PCA) is a popular
approach for linear dimensionality reduction. It finds the major directions (components) of the
data. These directions represent a linear subspace. This linearity is the limitation of PCA espe-
cially for cases in which the inherent subspace is non-linear.

Manifold Learning and Non-linear dimensionality Reduction Manifold learning uses non-
linear dimensionality reduction algorithms to map or embed the high-dimensional data into a low-
dimensional subspace [52]. Yan et al. [61] generalize these dimensionality reduction algorithms
into a graph embedding framework. Algorithms often compute a matrix from this neighborhood
graph and eigen-decompose this matrix into its eigenvectors for a low-dimensional embedding.
Isomap [51] along with the locally linear embedding (LLE) [45] were among the earliest algo-
rithms for non-linear dimensionality reduction and manifold learning. Laplacian eigenmaps [7]
use the graph Laplacian to find the low-dimensional embedding. It weights the edges by the Gaus-
sian heat kernel and build a sparse adjacency matrix. This method uses spectral graph theory to
analyze this adjacency matrix as an eigenvalue problem. The resulting non-zero eigenvectors rep-
resent the low-dimensional subspace of the high-dimensional data. The above approaches map the
training data to a low-dimensional space, however, the above techniques cannot map unexamined
data from the high-dimensional space to a given low-dimensional space. Bengio et al. extends
these algorithms to solve this “out-of-sample” problem. Fukumizu et al. [16] and Cai et al. [10]
perform regression with dimensionality reduction. Ma et al. [30] have classified hyperspectral
images using manifold learning.
Machine learning techniques are in general computationally expensive. Adaptive and hierarchical
techniques can be faster and work better with the visualization. We shall use community input
to identify which techniques should be targeted for knowledge discovery in large-scale astronomy
datasets.

2.3 Computational Challenge
The computational needs of the ALMA researchers range from the multi-core computational in-
frastructure available to them on their desktops to scientific cloud computing services. The chal-
lenge is to provide the appropriate computational power to the scientist on the right timescale.

Desktop Computing Desktop computing extends from the simple multi-core CPU to increas-
ingly powerful graphics processors. Such architectures include graphics processors such as the
NVIDIA Fermi, the Intel Westmere EX consisting of multicore Xeon Processors, and the Cell
Broadband Engine. Our team has done significant work on mapping and optimizing a wide variety
of computations on the three platforms, including computations that involve large scale analysis
and visualization [20, 22, 56]. While multicore processors promise to offer substantial perfor-
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(a) Fermi with many computing
cores

(b) CellBE

Figure 1: Architecture diagrams of (a) NVIDIA Fermi (b) Cell Broadband Engine

mance gains over earlier architectures, they all require significant algorithmic modifications and
programming efforts to achieve these gains. Briefly, modern Graphics Processing Units (GPUs),
such as the Fermi based NVIDIA 590 GTX ($700), are arrays of multi processors (Figure 1(a)),
which can deliver more than 2.5 TFLOPS that is well above the peak performance of 1 TFLOPS
of 10-cores 2.4GHz Intel Xeon E7-8870 ($4400) at one sixth of the price. However, this improved
performance is achievable only if the problem maps well to the underlying processor architecture.
On the other hand, the Cell Broadband Engine (Cell BE) shown in Figure 1(b) has a peak perfor-
mance of 200 GLOPS and offers a more general programming model (task parallelism, pipelined
parallelism, and data parallelism), which again requires that the algorithms be redesigned and care-
fully mapped onto the architecture. For irregular, fine-grain computations, the Intel Westmere EX
platform offers a shared memory model with a large L2 cache with a multithreaded environment
that makes it possible to achieve high performance for such computations as shown in [56].
Our work on mapping statistical representations of geometry to GPU architectures [20] suggests
that a number of computational components in processing and analysis of spectral data cubes in
astronomy could significantly benefit from mapping such computations to GPUs. In [22], we have
introduced streaming model based schemes and techniques for direct volume visualization, and
have shown how they can be implemented efficiently on the Cell BE. This type of computations
involve irregular traversal of a hierarchical data structure as well as massively parallel of iterative
stream-like computations. General-purpose multicore processors such as the Intel Westmere EX
are significantly easier to program and can handle irregular, fine grain computations more effec-
tively that the other two platforms. In [56], we have developed new techniques to render isosurfaces
using ray casting, which combined fine grain multithreading and dynamic allocations of ray cast-
ing tasks, and were able to achieve interactive rates on high resolution screens for the largest data
sets that can fit in the main memory (32GB).
One of the challenges will be to identify what classes of astronomy algorithms map well to the
homogeneous many-core GPU architectures, heterogeneous multicore architectures such as the
Cell BE, and the general-purpose multicore processors such as the Intel Westmere EX. We also
plan to carefully and systematically identify ways in which one could combine multicore CPUs and
GPUs to provide us with a rich heterogeneous processing environment with MIMD and SPMD data
paths. A careful partitioning of the processing across the GPU and CPU, based on their respective
strengths can prove to be significantly more powerful than either alone.
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Cloud Computing Services Cloud computing [3, 54, 14] provides parallel computing power and
distributed storage to users as a service and on-demand. Cloud computing comes with advantages
such as service high availability, computation elasticity, and fault tolerance.
One of the important considerations is the role of the NAASC as a cloud computing facility for
ALMA data and whether there are viable alternative facilities. Several surveys [21, 43, 36, 55]
evaluate cloud-based scientific computation and compare the experience to traditional scientific
computing [15]. Applications in genome sequencing and analysis [17, 46, 32] have shown promise
in cloud computing. Within astronomy, Berriman et al. [8] use the Amazon EC2 service to build
a periodogram atlas.
On the case of ALMA, the availability of the archival data at the NAASC makes it a natural “cloud”
resource for computational analysis which are beyond the capability of most desktop computers.
Centralized computing can provide a convenient platform for enormous computing power to as-
sist scientific discovery [15]. In addition, it lowers the barrier for parallel and high performance
computing and ensures a common platform for software development. A characteristic application
is, for example, principle component analysis of a multi-line image set where the significant com-
putation results in a modest amount of result-data which could become part of the meta-data for
cube, and distributed to the requester’s desktop.

2.4 Visualization Challenge
The cognitive bandwidth of the human visual system greatly surpasses that of all other cognitive
channels. This is the fundamental reason for the vastly increasing arsenal of visual data exploration
tools in science, engineering, medicine, commerce, finance, defense, and many others. However,
current visualization displays, tools, and technologies have not kept up with the explosive growth in
astronomical data size as well as the feature set needed for sustained innovation. We next highlight
some of the visualization challenges for the study phase and beyond.

Quantitative Visualization Since the early work in visualization for astronomy by Domik et
al. [33, 34] and Norris [35], the need for quantitative tools that can seamlessly integrate with the
visualization and provide quantitative information to the scientist has been well articulated but
seldom implemented [1]. We plan to study ways in which a cohesive annotation and tagging
schema could be integrated with the visualization of large-scale ALMA datasets. Initial results
from the visualization community in this direction [12], although for molecular surfaces, could be
instructive to our broader context.

Remote Visualization Remote visualization for astronomy datasets has been accomplished through
a VRML viewer using Java3D [39, 6], in the cloud as a visualization service [40, 59], and also with
the Web 2.0 technology [5]. However all these techniques transmit compressed 2D images to the
end-user that are rendered on the visualization server. The inherent latency results in a significant
loss of interactivity which hampers exploratory visualization. Examining ways in which remote
visualization for very large ALMA datasets could be carried out in an interactive setting will be a
desirable area to investigate. Some possibilities here include rendering directly from compressed
data [23], or rendering from a low-dimensional eigen-subspace discovered through manifold and
machine learning techniques. Another possibility is transmitting and interactive rendering of just
the salient components of the data.
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Salient Visualization To enable the creation of an interactive visual analysis, reasoning, and
discovery environment, new methodologies are needed to effective visual presentation of salient
features and their characteristics. Our recent research in principles of visual saliency for large
scientific datasets [29, 26, 19] suggests that while it will always be important to devise new tech-
niques on how to depict data, it is becoming increasingly important to first decide what data to
depict [47] and how to draw attention to the most salient aspects of the data [24, 25]. Solving the
former without regard to the latter often results in visual information clutter and overload making it
very challenging to make sense out of the visualization. The concept of saliency can be extremely
useful to the ALMA community.

Perceptual Visualization Although a large community of visual computing researchers are en-
gaged in photorealistic rendering, our issue is how best to render astronomy datasets using innova-
tive mappings of color, opacity maps, and even general programmable shaders that could highlight
features in very large datasets that could be otherwise missed. Although initial work in this direc-
tion has recently begun [41, 42, 13], a systematic understanding of how perceptual visualization
could enhance the comprehension of radio astronomy datasets still needs to be carried out. This is
a significant effort which can be enhanced and expanded over time.

Visual Workflow Integration During a visualization-assisted knowledge discovery session, a
user typically tries out a number of visualization parameters such as color and opacity maps (trans-
fer functions), illumination and shading, various subsetting operations, and camera control pa-
rameters. Preserving the metadata pertaining to such parameters provides an important way to
reproduce a given visualization result, and even compose multiple such visualization sessions us-
ing a simple graphical user interface [48]. We shall explore the set of analysis, manipulation, and
visualization parameters accompanying visualizations and examine effective ways in which they
could be integrated into the everyday work environment.

3 Community Involvement
The proposed software infrastructure and tools will enable the broad science community to better
utilize ALMA for data intensive projects, to better visualize and characterize large data cubes, and
to science-mine data cubes. Community involvement in this project is vital to the success at several
levels: definition of science needs and priorities, real-world aspects of implementation, feedback
on implementations, and contributions of new tools.
The initial focus for the study and the first stages of the development project will be on defining
the needs and priorities. This involves understanding the science that the community wants to
accomplish with ALMA data and identifying the most critical needs. We will initially accomplish
this by interacting within the NAASC to tap the expertise of NAASC scientists and to solicit
feedback from community scientists who are working on ALMA data. During the development
phase, we anticipate a broader effort to reach-out to the community during AAS meetings and at
relevant ALMA science meetings and workshops.
A primary strategy to engage the community is to provide scalable access to visualization and
mining activities. The datasets are large enough that rapid transfer to an arbitrary user at a typical
university can be an impediment to efficient science, yet local use is crucial to full engagement
of the community. As discussed earlier, we will develop information compression, data indexing,
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and other techniques to amplify the power of the local users equipment. We will experiment with
applying these techniques on a central machine and serving to products and other options. We will
also explore methods for creating meta-data that enable faster access to the data or compression of
the data to the sub-set of vital interest to the current astronomer’s science.
A part of this scalable access is to provide value added meta-data which could become a component
of the archive distribution. This meta-data could even be a fore-runner of the primary data cube
to allow the astronomer to know which planes are of interest, which planes are unlikely to have
interesting signals, or window the cube based on other user-selected criteria. The detailed content
of the meta-data will evolve based on science and visualization demands.
Beyond the immediate scientists on a given proposal, a very significant component of the scientific
value of ALMA will come from its incredible data archive. ALMA has recognized this from its
inception as evident from the level 1 requirement to produce science quality images from the inter-
ferometric data. However, with the large archive and the large data set that ALMA will produce,
there can be a large step between knowing that the data exist and being able to create publishable
scientific results. Placing the ability to visualize and mine the archive in the reach of the broad
community is essential to get full value from the ALMA investment.

Beyond the immediate observational community, it is also important to engage the astrophysical
computational modeling community by facilitating comparison between computational data and
observations. The computational models themselves, which are constantly evolving within expert
communities, are beyond the scope of this effort. The goal here is to create the software pathways
which will enable simulated model data to confront observational data with an equal and consistent
protocol, and where possible to facilitate fitting of data with specific models. Though interaction
with the community we would encourage commonly needed capabilities to be brought in as a
standard tool: for example sophisticated line identification, simple radiative transfer, and simple
dynamical models.
During the development project, the infrastructure would be created to support user-created tools.
It is hoped and expected that the second and third generation of tools would be dominated by users
contributions.

4 Proposed Study Focus
The proposed study will have three activities areas: software exploration, community input, and
team building.

4.1 Software exploration
We will do the exploratory groundwork for the infrastructure of the proposed software develop-
ment. This effort will be in cooperation with the NRAO software effort and seek to build from
the ALMA investment. The ALMA data reduction package, CASA, focuses on the algorithms
and techniques necessary to calibrate and image ALMA observations, but it provides only basic
facilities for extracting the scientific content of these large data products. We will evaluate the ef-
fectiveness of the CASA data structure and base routines for analysis and visualization needs, and
see if alternatives can give significant performance and/or capability enhancements. We will inves-
tigate the usage of metadata, the options for visualization, the needs of information compression
algorithms, and the path to intercomparison of models and data.
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Identification of data access patterns There is no globally optimal data format for scientific
data products. Optimum structures for sequential access fail when utilized for random access,
and structures optimum for small data sets (in memory or cache) can slow to glacial speeds when
applied to larger data sets. We propose to identify the most common data access patterns for
scientific data analysis of ALMA data. We will use the ALMA cycle 0 and Cycle 1 proposals as
examples and discuss requirements and patterns with both the proposers and the scientific support
staff at the NAASC. This information will inform our exploration of optimal way to access and
represent the data. During the subsequent development phase of this project we will continue to
canvas the community and refine our model of data access patterns.

Assessment of the ALMA Image Format CASA data products are stored in a general purpose
data structure, with performance considerations balanced across the operations performed during
data reduction. Utilizing the results from the previous section we will assess the current CASA Im-
age format and determine if the current CASA format is suitable for the types of access required for
extraction of science data. We anticipate that visualization and data extraction may place different
requirements on the data format, and that we will identify several areas which will need improve-
ment. Our study will provide a development plan possibly including augmentation or modification
of the existing CASA format or adoption of a different export format for better performance.

Definition and design of meta-data One of the challenges of ALMA data products is that there
is so much information, finding what is scientifically interesting in a particular data set is difficult.
Harvesting selected metadata, either as part of the standard pipeline or as an additional processing
step, will enable astronomers to focus on science rather than surveying the data. We will identify
important classes of metadata, design flexible data structures to contain and transport this data, and
develop a plan to incorporate the use of this data in reduction and analysis packages.

Exploring options for quantitative visualization Efficient visualization of ALMA data in a way
that gives scientists quantitative access to data is an important capability. It is a hard problem. In
addition a variety of possible software approaches, there are a variety of hardware options ranging
from large memory desktops to GPU’s to remote serving of images. We propose to do a trade-
study of the options against the needs of different classes of ALMA user, from a desktop on a
small university to specialized hardware at centralized sites.

Compressed information representations Information compression will play an essential role
in getting science from large ALMA datasets. Effective ways to capture the essentials of the
distributions of molecular emission lines or the patterns of morphology in objects will enable
new scientific modes of investigation. We will examine the applicability and development paths
for existing algorithms in the computer science community. Two areas of special interest are
image saliency and generalized eigenmodes but the overall goal is to understand how to build the
capability to support such algorithms into the infrastructure.

Interfaces to computational models Another dimension for extending the impact of ALMA is
though enabling detailed comparisons between observations and models. The essential feature here
is to allow the two dataset to come to a common ground where they can be compared meaningfully.
The study will focus on the enabling infrastructure requirements and on identifying the most likely
science needs.
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4.2 Identifying the communities needs
The second activity area of our study will be interacting with the NAASC scientists and the Cycle
0 and 1 ALMA observers. We will work with the NAASC User’s group to assess the immediate
analysis needs of the early ALMA users.

4.3 Team building
The third activity area for our study will be to extend the involvement of universities and individuals
in this effort and in the future ALMA development proposal. A key aspect of our proposal is
to build a unifying infrastructure which will enable individuals and groups in the community to
contribute software. In this study, we will seek to understand the current generation of tools and
where additional infrastructure would simplify, improve of speed-up the application.

4.4 Study Deliverables
The deliverables from this study will be a series of memos on the methodologies, evaluations and
outcomes in the above technical areas. The evaluation process in many cases will involve prototype
software which will be shared with the NAASC and the CASA computing group.

5 Interfaces
Our expectation is that the analysis and visualization system proposed here will “stand beside”
CASA software. We will evaluate the efficiency of CASA data format and access routines for our
data system; we will consider alternatives and their impact on data storage if there is a potential
for major performance gains.
One of our evaluation goals is to understand the potential value of metadata which might reside
alongside the CASA data structure. The reasons for such metadata are to facilitate user access
speed and to have a flexible, efficient structure for tools to access data information and record new
data information. If this approach is determined to be of high value, it would be logical to generate
some basic metadata during the pipeline reduction of the data and distribute it from the ALMA
archive. This is an option that will be discussed with the NAASC and ALMA project if it has clear
value.
We do not anticipate requiring impact on the CASA software. If our study finds possible paths for
performance improvements within CASA, that information will be fedback to the CASA group for
their consideration.

6 Budget
The personnel for this proposal will be funded by the home institutions. Dr. Peter Teuben and Dr.
Doug Friedel will be 10% time on the project paid by state funds. Professors Lee Mundy, Amitabh
Varsney, and Leslie Looney will contribute effort to this project from the research time covered
by their state funding. Dr. Looney is planning to be on sabbatical at NRAO Charlottesville from
July 2012 to June 2013 which is anticipated to cover most of the year of the proposed study. His
presence at the NAASC will facilitate our interaction with the NAASC staff and visiting ALMA
users.
NRAO has agreed to allow contributes up to 10% of the time of staff members in ALMA de-
velopment proposals. Drs. Adam Leroy and Jeff Kern will contribute to this project under that
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allocation.
In addition there is synergy between the quantitative visualization challenges discuss here and
projects in the University of Maryland Institute for Advanced Computing which Dr. Varsney di-
rects. Dr. Teuben is independently working 10% time collaborating with Dr. Varsney’s group on
application of salient visualization to astronomy.
We ask for funding to support travel to facilitate interactions between the team and to attend ALMA
science and software meetings where we can interact with the NRAO staff and ALMA users. We
anticipate that Drs. Teuben and Friedel will have 2 one-week trips to Socorro during the study
period to work with Dr. Kern and the CASA team. In addition we will have 4 team meetings
during the study: one at Charlottesville, one at University of Illinois, and one at University of
Maryland. The anticipate cost of travel is broken down as follows:

4 x 1-week trips to Socorro: 4 x $1200 per trip $4,800
2 day Charlottesville meeting: 2-person x $1000 $2,000
3 day Illinois meeting: 6-person x $1000 $6,000
3 day Maryland meeting: 2-person x $1000 $2,000
2 ALMA science/Software meetings: 6-person x $1200 $7,200

Total Direct Cost: $22,000
Indirect Cost (56%): $12,320

Total Cost: $34,320

7 Relevant Experience and Roles
Our team has the experience and skills for the proposed study of ALMA software development.
At the University of Illinois, the Laboratory for Astronomical Imaging (LAI) and the National
Center for Supercomputing Applications (NCSA) have been partners in leading the techniques
for astronomical data archiving. LAI/NCSA has been developing and operating the data archives
for the Berkeley Illinois Maryland Association (BIMA) and the Combined Array for Research in
Millimeter-wave Astronomy (CARMA) millimeter arrays for the last 20 years. In addition to the
archive expertise, Illinois has developed a data pipeline for CARMA that provides near science
quality calibrated datasets and images. At Illinois, Dr. Looney has over 15 years of interferometric
experience. He is the Director of the Laboratory for Astronomical Imaging, which has been a
leader of astronomical software development. Looney will be on sabbatical from July 2012-July
2013 at NRAO in Charlottesville making an ideal connection between the proposal and NAASC
scientist and Co-Is. Dr. Friedel has 10 years of astrochemistry experience, especially detecting
low signal-to-noise molecular line emission. Friedel is the LAI lead of astronomical software with
direct experience with the CARMA archive, interferometric data formats, and data visualization.
Friedel is also on the local organizing committee for the Astronomical Data Analysis Software and
Systems (ADASS) conference to be held at the University of Illinois in Nov 2012. The conference
provides another great opportunity for the team to foster communication between developers and
users.
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At the University of Maryland, Dr. Mundy is the Director for the Laboratory for Millimeter-wave
Astronomy (LMA). The LMA has played a significant role in CARMA, and before that BIMA,
software development for data analysis and realtime control. Dr. Teuben has over 25 years ex-
perience in astronomical software packages. In addition to maintaining and contributing to the
CARMA software package MIRIAD, he is a contributor or co-author to five other astronomical
packages as listed on his CV. Dr. Teuben has worked with the CASA team to write a filler program
for CARMA data and broad familiarity with CASA. Dr. Bolatto brings broad knowledge of the
needs of survey science and specific interest in extragalactic science. Professor Varsney is a com-
puter scientist with research interests in high-performance scientific visualization and interactive
graphics. He has worked on interactive methods for visualization using meshes and volumes for
several application domains, including proteins, computational fluid dynamics, medical imaging,
plasma physics, and mechanical CAD. He works on computational models of saliency, mesh pro-
cessing, and geometric modeling of large polygonal datasets. We have been working on mapping
and characterizing a variety of applications on streaming architectures of GPUs (graphics process-
ing units). This includes GPU-based evaluation of Brownian motion of micro-spheres in fluids for
nano-assembly. We have also been exploring how best to interleave computation and visualization
on CPUs and GPUs for very large-scale datasets in cluster environments.
At NRAO, Dr. Jeff Kern is the CASA group lead with seven year experience with the NRAO soft-
ware effort. He is interested in software development for the efficient acquisition, reduction, and
analysis of scientific data, incorporation of modern software engineering practices with scientific
reduction systems, and digital signal processing of astronomical signals. Dr. Adam Leroy is Assis-
tant Astronomer with the NAASC scientific staff. He is part of the NAASC team interacting with
ALMA and and ALMA users and has specific expertise with ALMA data reduction and CASA
python scripting.
Our team will be lead by Dr. Mundy with Dr. Looney as the Deputy lead. Drs. Friedel and Teuben
will interact with the CASA software group lead by Dr. Kern to accomplish the patterns of access,
assessment of image format, and metadata definition portions of the study. Drs. Varsney, Teuben,
and Mundy will lead the quantitative visualization and compressed information representations
efforts. Drs. Leroy, bolatto, and Looney will lead the effort to interact with the community and
identity ALMA user needs. Dr. Kern will be our primary contact to the CASA group; Dr. Leroy
will be our primary contact to the NAASC. The PI and all co-I’s will be involved in efforts to
involve the community and expand the team in preparation for the development proposal.
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CV for Adam K. Leroy  
Education 
 
Harvard University – B.A. in Astronomy & Astrophysics, Magna Cum Laude 1999 
University of California at Berkeley – M.A. in Astrophysics, May 2002 
University of California at Berkeley – Ph. D. in Astrophysics, December 2006 
 
Employment 

2011 – Present  Assistant Astronomer at NRAO North American ALMA Science Center 
2009 – 2011   Hubble Fellow at NRAO, Charlottesville 
2006 – 2009  Postdoctoral Researcher, Max Planck Institute for Astronomy 
 
Sample Publications (out of 46 refereed publications) 
“The CO-to-H2 Conversion Factor From Infrared Dust Emission Across the Local Group” Leroy, 

A. K., Bolatto, A., Gordon, K., Sandstrom, K., Gratier, P., Rosolowsky, E., Engelbracht, C., 
Mizuno, N., Corbelli, E., Fukui, Y., Kawamura, A., 2011, ApJ, 737, 12 

“HERACLES: The HERA CO-Line Extragalactic Survey” Leroy, A. K., Walter, F., Bigiel, F., 
Usero, A., Weiss, A., Brinks, E., de Blok, W. J. G., Kennicutt, R. C., Schuster, K.-F., 
Kramer, C., Wisemeyer, H.-W., Roussel, H., 2009, AJ, 137, 467 

“The Star Formation Efficiency in Nearby Galaxies: Measuring Where Gas Forms Stars 
Effectively” Leroy, A. K., Walter, F., Brinks, E., Bigiel, F., de Blok, W. J. G., Madore, B., 
Thornley, M. D., 2008, AJ, 136, 2782 

“The Resolved Properties of Extragalactic Giant Molecular Clouds” Bolatto, A. D., Leroy, A. K., 
Rosolowsky, E., Walter, F., Blitz, L., 2008, ApJ, 686, 948 

“Bias-free Measurement of Giant Molecular Cloud Properties” Rosolowsky, E. & Leroy, A., 
2006, Publications of the Astronomical Society of the Pacific, 118, 590-610. 

Synergistic Activities 
I am an NRAO Assistant Astronomer with functional duties supporting North American ALMA 
science as part of the North American ALMA Science Center (NAASC). In that context I have 
expertise in both the workings of the ALMA observatory and ALMA data. I led our efforts to 
teach ALMA/CASA data reduction to Cycle 0 PIs via data reduction workshops, serve as contact 
scientist for a diverse set of projects, and assisted with the reduction and documentation of 
ALMA Science Verification data. I co-lead our seminar on the use of python and CASA to 
analyze interferometer data. I participate in the NAASC User Services, Data Services, and 
Imaging groups – giving me a good interface with the range of activities at the NAASC. 
My scientific focus is studying the processes that lead to star formation and shape the interstellar 
medium in nearby galaxies. Within this area, my approach is to generate cutting-edge radio and 
millimeter data sets and then to exploit these using a broad suite of multiwavelength data. To that 
end I have been an active user of a wide set of radio/millimeter facilities: the IRAM 30-m, the 
IRAM PdBI, CARMA (and earlier BIMA), the VLA and EVLA, and now ALMA. Exploiting 
these data has involved the development of novel analysis techniques, including: the 
identification of giant molecular clouds and extraction of their properties from CO data cubes 



 

 

(Rosolowsky & Leroy 2006, Blitz et al. 2007, Bolatto, Leroy et al. 2008); searches for faint 
molecular emission from dwarf galaxies (Leroy et al. 2005, 2006, 2007); the implementation of 
novel molecular-line stacking techniques using HI priors (Schruba, Leroy et al. 2011, 2012). I 
work with molecular and atomic line, radio continuum (Leroy et al. 2011), and dust continuum 
(Leroy et al. 2007, 2009, 2011) data in a wide variety of systems and scales, experience that is 
key to understanding the analysis challenges facing ALMA. 

 
Graduate and Postdoctoral Advisors 
 
Leo Blitz (UC Berkeley) and Fabian Walter (MPIA) 
 
 



Curriculum Vitae
Leslie W. Looney (lwl@illinois.edu)

Professional Preparation
May, 1992 B. S., Electrical Engineering, with honors, University of South Florida

May, 1992 B. S., Physics, with honors, University of South Florida

Dec., 1998 Ph.D., Physics, University of Maryland

Appointments
2010- Director of the Laboratory of Astronomical Imaging, University of Illinois
2009- Associate Professor, University of Illinois
2002-2009 Assistant Professor, University of Illinois
2001-2002 Project Scientist FIFI LS, Staff, Max-Planck-Institute (MPE)
1998-2001 Project Scientist FIFI LS, Fellow, MPE
1993-1998 Research Assistant, University of Maryland
1992-1993 Research Assistant, Goddard Space Flight Center, NASA
1989-1991 System Engineer, Kennedy Space Center, NASA

Expertise
Interferometry: 15 years of experience in both hardware and software

Far-Infrared: Development of a far-infrared spectrometer for SOFIA

Star Formation Science: Multi-wavelength observations of young stars (both low and high
mass) and their environments

Comparison of Observations with Models: Model fitting of interferometric data to models
using various statistical techniques

Director of the Laboratory of Astronomical Imaging at Illinois, which leads archiving and
data pipeline development for CARMA

Select Recent Publications
“The Life and Death of Dense Molecular Clumps in the Large Magellanic Cloud”, Seale,

J.P., Looney, L.W., Wong, T., Ott, J., Klein, U., & Pineda, J.L. 2012, in press

“Resolving the Circumstellar Disk of HL Tauri at Millimeter Wavelengths”, Kwon, W.,
Looney, L.W., & Mundy, L.G. 2011, ApJ, 741, 3

“Complex Structure in Class 0 Envelopes II: Kinematic Structure from Single-Dish and
Interferometric Molecular Line Mapping”, Tobin, J.J., Hartmann, L., Chiang, H.-
F., Looney, L.W., Bergin, E., Chandler C.J., Masque, J.M., Maret, S., & Heitsch,
F., 2011, ApJ, 740, 75

“Probing the Protostellar Envelope Around L1157: The Dust and Gas Connection”,
Chiang, H.-F., Looney, L.W., Tobin, J.J., & Hartmann, L. 2010, ApJ, 709, 470

“Grain Growth and Density Distribution of the Youngest Protostellar Systems”, Kwon,
W., Looney, L. W., Mundy, L. G., Chiang, H.-F., & Kemball, A. J., 2009, ApJ,
696, 841
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Lee G. Mundy (lgm@astro.umd.edu)

Education
June, 1977 B. S., Astronomy, California Institution of Technology

Dec, 1984 Ph.D., Astronomy, University of Texas, Austin

Appointments
2007- Director of Combined Array for Reserarch in Millimeter-wave Astronomy
2007- Director of Laboratory for Millimeter-wave Astronomy
2006- Director of Center for Research and Exploration in Space Sciences and

Technology
2002-2007 Chair of Astronomy Department, University of Maryland
1999- Professor, University of Maryland
1993-1999 Associate Professor, University of Maryland
1988-1993 Assistant Professor, University of Maryland
1987-1988 Senior Research Fellow, California Institute of Technology
1984-1987 Research Fellow, California Institute of Technology

Areas of Expertise:

interferometric techniques: over 20 years experience in data and software
star formation science: radio/infrared studies of the youngest stars
molecular clouds: structure, chemistry, and kinematics of molecular clouds
modeling of interferometric data: model fiting with synthetic observations
radiative transfer modeling: molecular line and dust continuum radiative transfer
information compression for science: interfacing computer science techniques to astronomy

Selected Recent Publications

“Resolving the Circumstellar Disk of HL Tau at Millimeter Wavelengths”, Kown, Woojin;
Looney, Leslie W.; Mundy, Lee G., 2011, Ap.J., 741, 3.

“The Spitzer c2d Survey of Weak-line T Tauri Stars. III. The Transition from Primordial
Disks to Debris Disks”, Wahhaj, Z, and 17 co-authors, 2010, Ap.J., 724, 835.

“Grain Growth and Density Distribution of the Youngest Protostellar Systems”, Kwon,
Woojin; Looney, Leslie W.; Mundy, Lee G.; Chiang, Hsin-Fang; Kemball, Athol
J., 2009, Ap.J., 696, 841.

“Deep JHKs and Spitzer Imaging of Four Isolated Molecular Cloud Cores”, Chapman,
Nicholas L.; Mundy, Lee G., 2009, Ap.J., 699, 1866.

“The Mid-Infrared Extinction Law in the Ophiuchus, Perseus, and Serpens Molecular
Clouds”, Chapman, Nicholas L.; Mundy, Lee G.; Lai, Shih-Ping; Evans, Neal J.,
2009, Ap.J., 690, 496, 511.
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Peter Teuben (teuben@astro.umd.edu)

Education
1979 B. S., Astronomy, Groningen University, Netherlands
1981 M. S., Astronomy, Groningen University, Netherlands
1986 Ph.D., Astronomy, Groningen University, Netherlands

Appointments
2010- Associate Research Scientist, Astronomy Department, University of Maryland
2001-2010 Assistent Research Scientist Astronomy Department, University of Maryland
1989-2001 Postdoctoral Fellow/Research Associate, Astronomy Department, University

of Maryland
1987-1989 Postdoctoral Fellow, Department of Astronomy , University of Illinois.
1986-1987 Member, Institute for Advanced Study, Princeton, NJ.

Areas of Expertise

interferometric techniques: over 25 years experience in data and software
galactic dynamics and hydro dynamics: modeling and synthetic observations

Software Packages

GIPSY: contributor (1981-1988)
NEMO: co-author ,current maintainer, (1986-)
MIRIAD: contributor, current maintainer, (1989-)
AIPS++: contributor (1992-)
CASA: contributor (2010-)
CARMA/RTS: contributor (2005-)
CMHOG and ATHENA: contributor and co-author
many contributions to community software (cfitsio, GSL, WCS, ds9, AMUSE, partiview,

etc.)

Selected Recent Publications

“Central Regions of Barred Galaxies: Two-Dimensional Non-self-gravitating Hydrody-
namic Simulations”, 2012 Kim, W-T; Seo, W-Y; Stone, J.M.; Yoon, D; Teuben,
P.J., 2012, MNRAS, in press.

“Dynamically Driven Evolution of the Interstellar Medium in M51”, 2009. Koda et al. (21
co-authors), ApJ, 700, L132.

“A multiphysics and multiscale software environment for modeling astrophysical systems”,
2009. Portegies Zwart et al. (23 co-authors), New Astronomy, 14, 369.

“Athena: A New Code for Astrophysical MHD” . 2008, Stone, J., Gardiner, T., Teuben,
P., Hawley, J., Simon, J., ApJ Supp 178, 137.

“Spiral-Arm Streaming in M51”, 2007, Shetty, Rahul, Vogel, Stuart N., Ostriker, Eve C.,
and Teuben, Peter J.. ApJ, 665, 1138.



Biographical Sketch: Amitabh Varshney 
Contact Information  
4407 AV Williams Building, University of Maryland, College Park, MD 20742 
Phone: (301) 405-6722, FAX: (301) 314-9658 
Email: varshney@umiacs.umd.edu, Web: http://www.cs.umd.edu/~varshney  
 
Professional Preparation 
• B. Tech. in Computer Science and Engg,  Indian Institute of Technology, Delhi, 1989. 
• M.S. in Computer Science, University of North Carolina, Chapel Hill, NC, 1991.  
• Ph.D. in Computer Science, University of North Carolina, Chapel Hill, NC, 1994.  
 
Appointments 
• Director, University of Maryland Institute for Advanced Computer Studies (UMIACS), 

University of Maryland, College Park, MD, 2010 – present.  
• Director, NVIDIA CUDA Center of Excellence, University of Maryland, College Park, MD 

2010 – present.  
• Professor, Department of Computer Science and UMIACS, University of Maryland, 

College Park, MD, 2006 – present. 
• Associate Professor, Department of Computer Science and  UMIACS, University of 

Maryland, College Park, MD, 2000 – 2006. 
• Assistant Professor, Department of Computer Science, State University of New York, 

Stony Brook, New York, 1994 – 2000. 
 
Five Relevant Publications 
1. Confluent Volumetric Visualization of Gyrokinetic Turbulence, G. Stantchev, D. Juba, W. Dorland, 

and A. Varshney, IEEE Trans. on Plasma Science, Vol. 36, No. 4, August 2008, pp 1112 – 1113.  
2. Mesh Saliency, C. H. Lee, A. Varshney, D. Jacobs, ACM Trans. Graphics (SIGGRAPH) 

24(3), 2005, pp 659 – 666. 
3. Saliency-guided Enhancement for Volume Visualization, Y. Kim and A. Varshney, IEEE 

Trans. Vis. Comp. Graphics, 2006, 12(5), pp  925 – 932. 
4. Persuading Visual Attention through Geometry, Y. Kim and A. Varshney, IEEE 

Transactions on Visualization and Computer Graphics, Vol. 14(4), pp 772 – 782, July 2008. 
5. Mesh Saliency and Human Eye Fixations, Y. Kim, A. Varshney, D. Jacobs, and 

F.Guimbretière, ACM Transactions on Applied Perception, Vol. 7, No.2, 2010, pp 1 – 13. 
Five Significant Publications 
1. Simplification Envelopes, J. Cohen, A. Varshney, D. Manocha, G. Turk, H. Weber, P. 

Agarwal, F. P. Brooks,Jr., W. V. Wright, Proceedings SIGGRAPH 96, pp 119–128, 1996 
2. Optimizing Triangle Strips for Fast Rendering, F. Evans, S. Skiena, and A. Varshney, 

Proceedings of the IEEE Visualization '96, pp 319 –326., 1996  
3. Adaptive Real-Time Level-of-detail-based Rendering for Polygonal Models, J. Xia, J. El-

Sana, and A. Varshney IEEE Trans on Vis and Comp Graphics,  3(2), 1997, pp 171–183 
4. Generalized View-Dependent Simplification, J. El-Sana and A. Varshney, Computer 

Graphics Forum (Eurographics'99), 18(3), 1999, pp 83–94  
5. High-throughput Sequence Alignment using Graphics Processing Units, by M. C. Schatz, 

C. Trapnell, A. Delcher, and A. Varshney, BMC Bioinformatics, 8:474, December 2007 
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